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Abstract

We describe a scalable approach to 3D smooth object re-
trieval which searches for and localizes all the occurresice
of a user outlined object in a dataset of images in real time.
The approach is illustrated on sculptures.

A smooth object is represented by its material appear-
ance (suf cient for foreground/background segmentation)
and imaged shape (using a set of semi-local boundary de- =
scriptors). The descriptors are tolerant to scale changes,
segmentation failures, and limited viewpoint changes- Fur
thermore, we show that the descriptors may be vector quan
tized (into a bag-of-boundaries) giving a representatioaitt
is suited to the standard visual word architectures forimme
diate retrieval of speci ¢ objects.

We introduce a new dataset of 6K images containing
sculptures by Moore and Rodin, and annotated with ground __
truth for the occurrence of twenty 3D sculptures. It is §
demonstrated that recognition can proceed successfully de
spite changes in viewpoint, illumination and partial occlu
sion, and also that instances of the same shape can be refigure 1.Smooth sculpture retrieval using a bag of boundaries
trieved even though they may be made of different materials.(BoB). Top row: (left) a sculpture by Henry Moore selected by a

. user-outlined query; (middle) automatically segmentadpare
1. Introduction (section2.1); (right) the boundary and internal edges are repre-

Recognizing speci ¢ objects, such as buildings, paint- sented using semi-local descriptors (sectto?) and indexed us-
ings, CD covers etc is to some extent a solved probleming a BoB (sectiorB). Bottom three rows: 18 of the retrieved im-
B prz)vided that they have a light coating of texture. This ages in rank order (before any false positives) showing '8

. It of . hi . . c{obustness to scale, viewpoint, lighting, colour and mal&aria-
success Is a result of extensive research Into viewpoint angjong, Note, at least seven different instances of the tadare

lighting invariant feature detectionl{, 1], feature de-  retrieved, made out of at least three different materials.
scription [L4, 17], and the introduction of scalable meth-

ods based on bags of visual word$], There have been  (fairly textureless) objects. This paper addresses th@#mo
several large scale demonstrations [21, 22] with Google ~ object class.
Goggles as a commercial application. The focus of research  Our goal is to raise smooth objects to the rst class sta-
in this area has largely moved on from feature detection de-tus that lightly textured speci c objects have: to be able to
velopment, to learning feature descriptoi,[27] and over- recognize these objects under change of lighting; and un-
coming various failings of the recognition pipeline such as der change of scale and viewpoint; and to be able to build
the vector quantization into visual words and the problem scalable retrieval systems. In this work we consider smooth
of regular patterns/, 8, 11, 12, 16, 19, 24]. objects that are three dimensional (3D), and will use sculp-
However, as has been noted for quite some tiag4 (], tures as our illustration. We are interested in matching ob-
there are two classes of specic objects for which cur- jects of the same shape, and for sculptures, where the same
rent methods fail completely: wiry objects][and smooth ~ form may be produced multiple times, this means that two




instances may have the same shape but differ in size anc
even material. For example, Henry Moore routinely made
the same sculptural form in bronze and marble.

3D smooth objects also bring with them the additional |
issue that their boundaries (internal and external) depenc
on viewpoint since they are de ned by tangency with the
line of sight [L3]. This means that the imaged shape can
vary continuously with viewpoint, and we address this for
the moment by a view based representation.

To this end we develop a new representation for smooth
objects that encodes their boundaries (internal and eaflern . s
both locally and at multiple scales (sectidr?). This rep- Y e

resentation is inspired by the shape context descriptors of ===
Belongie and Malik ] and also by the silhouette represen- Figure 2.Random samples from the Sculptures test dataset.
tation used by Agarwal and TriggS][ We show that this  Note the variety of sculptures. Many of the images do not con-
representation is suitable for matching smooth 3D objectstain a sculpture while some contain people imitating theepuafsa
over scale changes, and is tolerant to viewpoint change andculpture €.g bottom right image where a man is impersonating
segmentation failures. Rodin's Thinker).

However, the representation cannot be employed directlytation in sectior?. 2.
for objects in an image due to the overwhelming number of )
edges and boundaries in the background (from clutter, trees2-1. Segmentation

people etc). Instead itis rstnecessary to improve theaign The goal of the segmentation is to separate sculptures
to noise (where signal is the sculpture) by segmenting the 55 foreground from the background. This is quite a chal-
image to isolate the sculpture as foreground. We show thaienging task since sculptures can be made from various ma-
this can be accomplished quite successfully using a coM-eyia|s including bronze, marble and other stone, and plas-
bination of unsupervised segmentation into regie®Nd  tics. Their surface can be natural or nished in some way
supervised classi cation of the regions] (section2.1). such as polishing (for stone) or buffered (for bronze) or
Finally, section3, we show that the boundary represen- eyen a light texturee(g deliberate chisel textures). The
tation can be vector quantized into a form suitable for large cqour can include white. brown specular highlights (on
scqle retrieval in a manner analogous to visual word [ ~ bronze), and even green (for algae or moss on outdoor in-
Asin the case of a bag of visual words, a bag-of-boundariessta|lations). These must be distinguished from backgrsund
(BoB) can be used to retrieve a short list of images contain-hat can have quite similar appearances including texture-
ing the object via an inverted index, and the images can thenggg sky, pavements and walls.
be re-ranked on spatial consistency in the mannez 4f [ To achieve this segmentation we employ a supervised
Since there_are no existing dgtasets with ground truth for |5ssi cation approach, engineering a feature vector that
sculptures we introduce (in sectiéha new dataset—sculp-  represents the appearance, shape and position of scsipture
tures 6K — with ground truth annotation for twenty sculp- (rejative to the image boundary). The segmentation pro-
tures and their viewpoints, apd consisting of works princi- ceeds in three steps: rst, an over-segmentation of the im-
pally by Moore and Rodin. Figurgshows a random sam-  aqe into regions (super-pixels); second, each super-sixel
ple of the images. The dataset speci es a training/test spli ¢|5ss; ed into foreground (sculpture) or background toegiv
and this is used to assess the performance_ of the_retrlevagin initial segmentation; and third, post-processing isluse
system. We compare to a number of baselines using conyg |ter out small connected components and obtain the -
ventional visual words based on viewpoint invariant detec- 5 segmentation. Figuillustrates these steps. Note, we
tors and descriptors (sectiaj do not attempt to group the super-pixels but simply classify
2. Sculpture representation them independently. We now describe these steps in more

In this section we describe the representation of the ob-detail.
ject boundary by a set of semi-local descriptors. In order 1. Super-pixels. We use the method and code fror] [
to obtain this representation from a (cluttered) image it is which generates a hierarchy of regions based on the output
rst necessary to partition the image into sculpture and-non of the gPb contour detectot §] This provides a partition
sculpture regions. This segmentation has two bene ts: it of the image into a set of closed regions for any threshold.
improves the signal to noise, and also it provides an approx-We use a threshold of 50 (out of 255) which yields about
imate scale for the descriptor computation. We begin with 58 super-pixels per image on average. A typical example of
the segmentation, and then develop the boundary represerthe super-pixels is shown in gur&b).
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(a) Original image (b) Over-segmentatior/] (c) Classi er output, scaled for display (d) Final segmentation

Figure 3.Automatic sculpture segmentation.The image is in the Sculptures 6K test set.
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Figure 4. Examples of automatic sculpture segmentationTop row shows images from the Sculptures 6K test set, bottowshows the
fully automatic segmentation.

ear approximation of{6] enables a linear SVM to be used

/ \ for these as well. The linear SVM leads to both fast training
’ and testing.

L The feature vector consists of: (i) the median gradient

{> \\lj < magnitude — this feature is typically very informative &s it

[ % ! value is usually small for smooth object segments; (ii) four

— binary features indicating whether the segment is touching

) © one qf the imagg boundaries — in order to more easily dis-
tinguish sky, ceiling, wall and oor from smooth sculptures
Figure 5.Boundary descriptor extraction. (a) original image; (i) colour represented by vector-quantized (using k-nea
(b) automatically segmented image (sectiof) overlaid withthe  djctionary size 1600) HSV, and the mean HSV of the seg-
centres for the boundary descriptors; (c) boundary imagé wi - ment — this helps to identify the materials that sculptures
thre(_a different sca_led descriptors centred at the same. pSiee are made of; and (iv) a bag of SIFT/] visual words com-
section2.2for details. puted densely at multiple scales (dictionary size 1600, im-
2. Classi cation. For training and testing of the super- age patches with sides of 16, 24, 32 and 40, spacing of
pixel classi er, 300 random images are selected from the 2 pixels) — used for texture description, and also useful to
Sculptures 6K training set, and segmented into supersixel identify sculpture material.
The images are divided randomly into a training and vali-  The super-pixel classi er has an accuracy of 96% on the
dation set, each containing 150 images. Each super-pixelraining images, and 87% on the validation images. This
is then manually labelled into one of three classes: con-results in a segmentation overlap score (intersection over
tained within a sculpture (positive example), not contagni  union) of 0.78 on the training and 0.70 on the validation
any sculpture pixels (negative example), or containingnbot images.
sculpture and non-sculpture pixels (ignored completely). 3. Post-processing. The positive super-pixels are grouped
Small segments (less th&0 50 pixels) are also ignored  using connected components, and small connected compo-
in order to emphasize the correct classi cation of large seg nents (less thaB0 50 pixels) of the foreground are re-
ments. moved. This does not signi cantly change the mean over-
Each super-pixelis described by a 3208 dimensional fea-lap score, but it removes many " oating' and erroneous seg-
ture vector. This represents the appearance (colourygxtu ments.
shape and position of the segment (see below). A linear Examples of automatically segmented images are given
SVM classi er is trained on the annotated super-pixels from in gure 4. These results show quantitatively and qualita-
the training images, and its performance measured on thdively that the automatic segmentation succeeds in its main
validation images. The histogram parts of the feature vecto objective of signi cantly increasing the signal (sculpgdito
are compared using & kernel, but using the ef cient lin-  noise (other clutter) ratio.



2.2. Boundary descriptor

We develop a new shape descriptor suited for smooth
object representation. Constructing such a descriptor is a
challenging task as it needs to represent shape rather than
texture or colour, be robust enough to handle lighting,escal
and viewpoint changes, but simultaneously discriminative
enough to enable object recognition. Additionally it sttbul
be extracted locally in order to be robust to occlusions and
segmentation failures.

For an object, two types of descriptors are computed by
sampling the object boundaries (internal and external) at

regularintervals in the manner Gf|[ They are (i) a HOG{] Figure 6.Boundary descriptor matches. Two examples of cor-

descriptor, and (ii).a forgground mask occupancy grid. The rectly matched sculptures using the semi-local boundasgrite
scale of the descriptor is determined from the scale of thetor (sectior2.2). Signi cant lighting, scale and viewpoint changes

object. In order to represent the boundary information lo- are handled well. Note that the images contain differentpscu
cally (e.g the curvature, junctions) and also the boundary ture instances but the shapes are identical and are sugtessf
context €.g the position and orientation of boundaries on matched. Matches shown are after spatial veri cation (sac).

the qther side of the object), the descriptors are compl_ilted aground object perimeter. The descriptor scales are set to be
multiple scales. We use HoG computed on the gPb IMage "4 and 16 time4=10 of the foreground object area. Note
here (rather than shape-context or SIFT for example) as WEhat even though the largest scale descriptor is 1.6 larger

\éV'Sh (tjo represe dm lbotr:hth_e posm_c:n danqur;;;tatltont of the than the object it does not in general cover the entire object
oundaries, and aiso their magnitude. Hguneustrates as it is often computed at the external boundary, objects are

the sampling and scale_s used. . . . usually elongated or not convex. The number of extracted
In order to extract this representation from an image, it is descriptors per image is 450 on average

rst segmented into foreground (sculpture) and background
as described above in secti@rl; and then the descriptor Descriptor properties and matching. As the descriptor
centres are obtained by sampling prominent foreground ob-operates purely on boundary and segmentation data it is
ject boundaries and internal gPb edges at uniform intervals fairly unaffected by light, colour and texture changes.|&ca
The multiple scales of the descriptor are computed relativeinvariance is obtained by computing the descriptor at mul-
to the size of the foreground segmentation. tiple scales relative to the size of the foreground objeey th
Implementation details. The rst part of the descriptor ~ belong to. The descriptor is not rotation invariant but this
usesA 4 HoG cells, each containirg) 8 pixels (.e. gPb can easily be alleviated by orienting the patch according to
patches are scaled 8 32 pixels for HoG computation) ~ the boundary curve tangent.
and contrast insensitive spatial binning into 9 orientagio The descriptors are matched between images using Eu-
making the HoG part of the boundary description 324 di- clidean distance. Note, even though three descriptors
mensional (9 blocks each with 2 cells with 9 orienta- (at different scales) are computed at each of the sampled
tions). The HoG descriptor is L2 normalized in order to be boundary points, these descriptors are matched indepen-
able to compute similarities using Euclidean distance. dently in the subsequent processing — we do not explic-
The second part of the descriptor igta 4 occupancy ity enforce consistency between them. FigGrghows two
grid, where the value of a cell represents the proportion of examples of correctly matched sculptures, while gure
pixels belonging to the foreground. The Hellinger kernel is shows three typical retrieval results. Apart from illusing
used to compute similarities between these descripters, robustness to lighting, colour, texture and scale diffeesn
the 16 dimensional descriptor is L1 normalized followed by they also show that the descriptor is quite insensitivede si
square rooting each element thus producing a L2 normal-ni cant viewpoint changes. There are three main reasons
ized vector; the similarities are then computed using Eu- for this behaviour, rstly, the description is semi-locaic
clidean distance. even under signi cant viewpoint change it can be expected
The two parts of the descriptor are simply concatenatedthat some boundaries (and thus the descriptors) remain un-
together making a 340 dimensional L2 normalized vector changed. Secondly, even though the object silhouette can
(the L2 norm being equal to 2). change drastically between views, internal edges, which ou
The descriptor centres are obtained by sampling promi-method takes into account, can be unaffected. Finally, HoG
nent (stronger than 30 out of 255) foreground object bound-cells inherently allow for some deformation in the position
aries at uniform intervals. The interval lengths are deter- and orientation of boundaries.
mined as the maximum of 10 pixels atd50 of the fore- The semi-local descriptors can be matched directly be-




Figure 7.Viewpoint invariance. Each row shows one query (the left image), and the other vages are samples from the retrieved
results. These results are typical, and demonstrate tiupwiat tolerance of the semi-local boundary represemnatio
tween object boundaries. However, in the following section we chose the vocabulary size to be 10k.
we describe how this set of descriptors is represented as a We spatially verify the top 200 results using a loose
histogram (by vector quantization and counting) in the man- af ne homography, tolerating reprojection errors of up to

ner of [3]. a 100 pixels. We also propose a new scoring system where

3. Retrieval procedure the score of the geometrically veri ed image for a given
Here we use the standard retrieval pipeline of Phitdin query is computed as ff)"OWS' nn

al. [27), but instead of representing the image as bag-of- score= tf-idf + n + n_qﬁ 1

visual-words (BoW) based on SIFT descriptotsg][com- whereng andn, are the number of words in the query and

puted at af ne covariant regions §], we develop @&ag-of- result images, respectively, ands the number of veri ed

boundaries (BoBjepresentation. For each image, bound- matches. The proposed score is a generalization of the com-

ary descriptors are extracted as described in se2tidand monly used scoring scheme diZ] which corresponds to

vector quantized using k-means; a histogram of these quan- = 1 and = 0. Our system accounts for the fact that

tized descriptors (which we will also refer to as "words') is images with many features are likely to have many spatially

then used to represent an image. Note, this is a bag repveri ed words and removes the bias from these images by

resentation as no information about the spatial position of considering the number of matches relative to the total num-

the descriptors is recorded in the histogram. A query BoB ber of features in the image.

is compared to other BoBs in the dataset using the standar .

tf-idf [2pZ] measure. The tf-idf scores can be cgomputed ef—d4' Dataset and Evaluation

ciently for each image in the database using an inverted Sculptures 6K: We have collected a new image dataset

index, which enables real-time retrieval in large database in order to evaluate performance of smooth object retrieval
As shown in P7] spatial veri cation and re-ranking of ~methods. The dataset was obtained in a similar manner

the top tf-idf retrieved results can be done ef ciently and to the widely used Oxford Buildings dataseiZ]: im-

proves to be useful as itimproves precision by ensuring spa-2ges containing sculptures were automatically downloaded

tial consistency between query and retrieved images. Wefrom Flickr [1] using queries such as “Henry Moore Re-

adopt the same model for the geometry relation, namely anclining Figure”, “Henry Moore Kew Gardens” and “Rodin

af ne transformation. However, as the objects of interest Thinker”. The dataset has 6340 high resolutib@24 768)

are highly three-dimensional the af ne model of the trans- images.

formation is only approximate here, so only a very loose  The dataset is split equally into a train and test set, each

af ne homography is tted {.e. large reprojection errors are ~ containing 3170 images. For each set 10 different Henry

tolerated) in order not to reject correct matches. We follow Moore sculptures are chosen as query objects, and for each

the procedure of{7] of rst using a single (boundary)word ~ of these objects 7 images and query regions are de ned,

match to determine a restricted af ne transformation (isth  thus providing 70 queries for performance evaluation pur-

case translation and scaling only), followed by tting alful poses. None of the 10 training set sculptures is present in
af ne transformation to the inliers. the test set, whilst for the 10 test set sculptures mostlsethe

. . are not present in the training set though there are a few oc-
3.1. Implementation details currences as some images contain more than one sculpture
The BoB vocabulary is obtained from the Sculpture 6K (e.g images taken in a museum). As well as the images
test set descriptors. The test set generates 1.4M desstipto containing these 10 sculptures in each set there are many



images containing other sculptures or indeed no sculpture$ Method name Spat. rerank MAP | A.q.t.
atall. These images act as distractors in retrieval. A ®ib-s | Baseline 177] 0.080| 0.05s
of the test set queries is shown in gue Baseline 177 P 0.094 | 0.30s

For each query we have manually compiled the ground| Baseline 2 (Bg removed) 0.081| 0.03s
truth dividing all images intdPositives Negativesand Ig- Baseline 2 (Bg removed) P 0.086| 0.11s
nores (i) Negative— No part of the queried sculpture is | BoB without seg. 0.253| 0.01s
present. (ii)Positive— More than 25% of the queried sculp- | BoB without seg. P 0.323| 0.16s
ture surface is visible. (iiijgnore— Less than 25% of the BoB with segmentation 0.454| 0.01s
queried sculpture surface is visible, but the queried sculp | BoB with segmentation P 0.502 | 0.28s

ture |s|pr_eser;]t_. Note .that our de r?ltlon of th;s;me s.gulp-. | Table 1.Retrieval performance. Comparison of two baseline
ture relationship requires two sculptures to have identica bag of visual word methods (sectiéhand the bag-of-boundaries

shapes, however it does not require them to bestree  (gog) method (sectiof). Mean average precision (mAP) scores
instances- they can be constructed of different materials, and average query times (A.q.t.) are shown. The mAP scores

made in different sizes and displayed at different location correspond to the best choice of parameters (vocabulagyasid
Sculptures are “highly' three-dimensional, unlike thedi  reranking parameters, ) for each method individually.
ing facades used in the Oxford Buildings dataset. For this

reason the ground truth matches aiew speci cand vary  y,re5 Note that none of the methods which usually improve
over_th_e different queries of the same squlpture._ For exam- qtrieval performance can be hoped to help the two base-
ple, it is un_reasona_lble to expect to rgtneve an image of ajines: (i) query expansiord] is only possible when the ini-
sculpture given an image taken from its opposite side. FOryia method yields high precision results which is certginl
each query the number Qf positive matches can vary from Snot the case here, (ii) soft vector quantization,[23], and
to a maximum of 112, with a mean of 53.4. (iii) learning a better vocabulary usingf, 19 both assume
The Sculptures 6Kdataset with all the images and the descriptors to be appropriate for the task in hand which
ground truth is available online af][ we demonstrate is not the case.
Our bag-of-boundaries (BoB) method proves to be very
suitable for the task of smooth object retrieval, achieving

average precision (mAP) over all the queries. As in the more than a ve fold increase in perfprmance (0.502) over
INRIA Holidays [11] evaluation, the query image is not the bes_t ba_\selme (BL1, 0.094). The |mportance of the_ seg-
counted as a positive return (it is in the Oxford Build- mentation is shown by the “with and without' comparison

ings evaluation). In the mAP computatitgnoresare not (i.e. in the “with' case, only boundaries on the foreground
counted as positive or negative region are used). There is 55% gain in performance for BoB

when the foreground segmentation is used compared to us-
5. Results ing the entire image. On the other hand, the without seg-
mentation performance is still quite respectable and demon
strates the robustness to background clutter. As would be
expected, in some of the cases where automatic segmenta-
Yion fails and the sculpture is assigned to background, the

) . without case succeeds in retrieving the image. However,
Due to the lack of smooth object retrieval systems we USej; j5 more prone to background clutter and less resistant to

the standard af ne-Hessian/visual word system of Philbin .56 change as there is no scheme for automatic descriptor
etal [27] as a baseline (BL1). As a second baseline (BL2), g 5e selection.

we discard all visual words on the backgroumné.(visual
words are only included if their centres are in the automat-
ically segmented foreground region). This is in order to
give a fair comparison against our boundary representation
which uses the foreground/background segmentation.

the sculpture installation instead of the actual queriedjsc

Performance evaluation: As in the case of the Oxford
Buildings dataset, retrieval quality is evaluated usingme

To evaluate the performance of smooth object retrieval
methods we follow the procedure outlined in secdoiThe
mean average precision (mAP) is computed over 70 querie
on the test dataset.

Examples of ranked retrieval results are given in g-
uresl, 7 and9. They illustrate the appropriateness of the
BoB system for the smooth object retrieval task as signif-
icant lighting, scale, viewpoint, colour and material diff
ences are successfully handled.

Retrieval performance. The mAP scores for the two Tablel also gives the retrieval speed, tested on a laptop
baselines and our method are shown in tahleAs ex- with a 2.67 GHz core i7 processor using only a single core.
pected, there is a complete failure of the two baselines forlt can be seen that due to the inverted index implementa-
smooth object retrieval. Note that BL2 perform slightly tion, the BoB representation enables real time retrieval to
worse than BL1 (after spatial reranking with an af ne ho- the same extent as visual words. The BoB representation is
mography) — this is due to the fact that many true positives much sparser than the Bow (450 words per image for BoB
in BL1 are actually obtained by matching the background of compared to 2600 for BowW) making the entire storage re-
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Figure 8.Test dataset query images.30 query images (out of 70) used for evaluation in the SctistéK test dataset. Each column
shows 3 (out of 7) query images for one sculpture. Note tlgelgariations in scale, viewpoint, lighting, material arsatkground.

Sea
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Figure 9.Retrieval results. Each column shows one retrieval re-
sult, the query image and ROI are shown in the rst row, fokalv
by the top 7 ranked retrieved images.

the Oxford Buildings dataset to the testset. The mAP per-
formance only dropped to 0.451 (from 0.502) despite the
variety of images in the distractor dataset.

Due to the semi-local HoG boundary description ( g-
ure5) and the BoB representation, the matching is capable
of handling the signi cant segmentation failures that are
bound to happen in a fully automatic system. The semi-
local property means that a proportion of the HoG descrip-
tors computed on the boundary will still be valid (the pro-
portion depending on the extent of the segmentation fail-
ure), and the BoB representation enables matches for im-
ages where only a subset of the quantized descriptors are
in common. Thus, as can be seen in gur6, retrieval
can succeed both in the cases of under-segmentation (where
HoG descriptors will be missing) and over-segmentation
(where additional erroneous boundaries are generated).
Parameter and descriptor variation. The choice of de-
scriptor scales is critical for retrieval performance atue
ing the areas by a factor of 4 reduces the mAP from 0.502 to
0.404. The problem with using small descriptors is that they
are too local thus mainly capturing the orientation of a sin-
gle edge, which without surrounding boundary information
is completely non-discriminative.

Not using descriptors centred on internal boundaries but
keeping the internal boundary information in the remaining
descriptors reduces the mAP to 0.469, while not taking in-
ternal boundaries into account at all decreases it further t
0.433. This proves that using internal boundaries is very
bene cial for shape representation.

The system is quite insensitive to the number of HoG
and occupancy grid cells, using a coarser g&d (3) de-
creases the mAP from 0.502 to 0.485 while using a ner
one @ 6) increases it slightly to 0.509. The slight in-
crease in performance when using a ner grid is not worth
the large increase in descriptor dimensionality (from 330 t

quirements for the system (inverted and forward indexes) a936). Excluding the 16 dimensional occupancy grid part
mere 20 MBs (in the BoW case this is 275 MBs). Our ap- of the boundary descriptor decreases the mAP from 0.502
proach is thus much more scalable than the existing BoWto 0.485, so it provides good value for the small descriptor
ones as the BoB representation of up to 5 million images dimensionality increase (from 324 to 340).

can tinto main memory on a system with 32 GB of RAM.

A main source of failure is due to the inevitable auto-

To further test the resistance to distractors, a largeescal matic segmentation mistakes, it is most prominent when the
retrieval test was performed by adding all 5062 images from sculpture pixels in the query image are assigned to the back-



trieved using only a bag of boundary representation — with-
out requiring any additional spatial information in thetrs
instance.

We expect our framework to generalize to other classes
of smooth objects, but new classi ers need to be trained
to segment particular classes,g plastic bottles, semi-
transparent objects, etc.
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