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Abstract tive models in similar settings. Inspired by this obsexvati

Supervised learning of a parts-based model can be forwe develop a supervised, discriminative approach for ef -
mulated as an optimization problem with a large (exponen<iently learning the model using large amounts of training
tial in the number of parts) set of constraints. We show howdata. Speci cally, we learn the weighting of the shape, ap-
this seemingly dif cult problem can be solved by (i) redggin pearance and spatial con guration of the model such that it
it to an equivalent convex problem with a small, polynomialmaximizes the margin between the pose of the object in the
number of constraints (taking advantage of the fact that thepositive images (provided by the user during training) and
model is tree-structured and the potentials have a speciakll possible poses in the negative images.
form); and (ii) obtaining the globally optimal model using  The main problem to be addressed here is that of han-
an ef cient dual decomposition strategy. Each component oflling the large number of possible poses of the object in the
the dual decomposition is solved by a modi ed version of thenegative images. We show how this seemingly dif cult task
highly optimizedsvM-Light algorithm. To demonstrate the can be reduced to that of solving a series of small convex op-
effectiveness of our approach, we learn human upper bodimization problems by (i) considering tree-structureddmo
models using two challenging, publicly available datasetsels; and (ii) taking advantage of the form of spatial con g-
Our model accounts for the articulation of humans as welluration generally used in such model, e.g. Potts, (trudgate
as the occlusion of parts. We compare our method with dinear, or (truncated) quadratic. These restrictions g
baseline iterative strategy as well as a state of the art algoallow the model to fully capture the statistics of the object
rithm and show signi cant ef ciency improvements. category. However, as observed in previous work [7, 9, 10],
1. Introduction the advantages of these models (ef cient learning and test-

Parts-based models have been a popular choice for refld) outweigh their disadvantages.
resenting object categories, at least since the semind woRelated work. Several methods have been proposed for
of Fischler and Eschlager [12]. They have been adapted fdearning discriminative models. They range from ap-
several fundamental problems of computer vision such agroaches that provide a local minimum of their correspond-
object recognition [10], object detection [5] and pose-estiing optimization problem (for example, by discarding salati
mation [7]. The two main challenges that face researchersiformation [1] or by treating each part separately [19]) to
who employ these models are (i) how to learn them ef - globally optimal algorithms for convex optimization prob-
ciently using training data; and (ii) how to t them to test lems. For instance, Ramanan and Sminchisescu [21] de-
images. Several advances in the optimization literatuve ha scribe a gradient ascent method for maximizing the condi-
now enabled us to address the latter problem of tting partstional likelihood of the training data. However, their ap-
based models [7, 8]. However, the problem of learning theproach does not explicitly maximize the margin between
models still remains open. positive and negative data. The breakthrough work on max-
The approaches adopted so far can broadly be dividethargin Markov networks13N [24] formulates the problem

into two categories: generative and discriminative leagni  of maximizing the margin as a convex optimization prob-
Generative models are typically learnt by maximizing thelem. Recently, the1®N formulation has also been extended
likelihood of positive training data (i.e. images contami to mixtures of probabilistic models [30]. Given the traigin
an instance of the object category) [5, 7, 10, 22]. They of-data,M3N is learnt using an iterative algorithm where each
fer the advantage of allowing the user to generate sampldteration chooses a subset of variables to be optimized.-How
of the model which may prove useful when the goal is toever, choosing the right subset of variables involves solv-
marginalize the model, e.g. see [16]. In contrast, diserimiing an inference problehat each iteration. Furthermore,
native learning attempts to learn a model that can distsigui the overall number of variables in the optimization problem
between positive and negative training data (i.e. imagais th grows quadratically with the number of possible poses of
do not contain the object). In practice discriminative mede the parts. This makes the approach of [24] inef cient for our
provide accurate results [9, 28], often outperforming gene

IHere we use inference to speci cally refer to the processttifig the
Work done while at the University of Oxford. current model to each training or test image.




task where the number of poses is large. age). Furthermore, in the case of positive images, we are
In terms of the problem formulation, our method is mostalso provided with the poses of the parts. The pose of a part

related to the supervised case discussed in [9]. As observeésirepresented a%;y; ) where(x;y) is its location in the

in [9], this problem is convex, albeit with the number of con-image and is its orientation. For example, the label of

straints that are exponential in the number of parts. Inrordea positive image contains the poses of the head, torso and

to overcome this dif culty [9] proposes an iterative stigye  limbs of a human in the image (see Fig. 1).

which starts with a small number of constraints. At each Within this scenario, our goal is to obtain a set of parame-

iteration it adds a subset of constraints that waiest vio-  ters such that the model assigns a high energy to the objectin

latedby the solution of the previous iteration. This is similar the positive image and a low energydlh putative poses of

in spirit to the strategy adopted for solving structured- out the object in the negative images. In other words, the param-

put support vector machines\(m) [27] which have recently eters distinguish between positive and negative examples.

been successfully used for learning whole-object modé|s [3 ;

parts-based models [26] and for low-level vision [17, 23].2'1' Parts-based Model

However, the identi cation of the most violated constraint

again involves solving an inference problem on each trginin

image at each iteration.

A parts-based model is a gragh= (V; E) whose ver-
ticesV correspond to parts and edgesescribe pairwise
linkages between parts. We restrict the edges of the graph

to form a tree. This has two computational advantages: (i)
Novelty. The ‘above methods should (_)nly be employedthe parts-based model can be ef ciently matched to a test
when inference can pe performed ef ciently (e.g. in [QJ image using max-sum belief propagati@p) [20]; and (ii
where the co_rrespondmg 'potermals can be computed by >Ms will be seen shortly, it also allows us to learn the optimal
ple convolutions of the given image with the lter of each parameters of the model ef ciently
part, or in [23] where dynamic_graph cuts can be _empl_oyed). We denote by asetof label$zo:z1;  ;zn 1gwhere
In contrast, our approach provides a more attractive oftion each label represents a putative pose of a partzi.es

cases where performing inference is computationally exper‘tx.,y._ ). Each para 2 V can take one label from the
s Yy 1)+

sive, e.g. in t'he case of articulated object categories evhe.rsetz_ A labelling of the model is de ned by a functidi( )
several rotations of each part need to be considered Whl|§uch thaf :V If 01, :h 1g,ie. the paratakesa
computing the potentials, or when occlusion is explicitly N Vo .

. ) ) posez; (5). Note that there arg" possible labellings, where
modelled (since it effectively doubles the number of putan = Vj denotes the number of parts. In order to quanti-

tive poses O.f a part, see s_ection 4). This is _due_ o the fa%\tively distinguish between one labelling and the other, w
that we avoid performing inference by considering all theassign the following energy to each labelling:
X X '

constraints of the optimization problem of [9] simultane- - -
ously. Although the number of constraints is exponential in Q(f) = af(a) T af@fy ¥ 5 (1)
the number of parts, we show that for tree-structured models a2v (a;b)2E

with Potts pairwise potentials they can be reduced to a smalith the best labelling taking the maximum energy. The
polynomial number of constraints. We obtain the globallyterms™, (@) @nd ap:f (a)f (v are the unary and pairwise po-

optimal model by solving the resulting optimization prable  tentials respectively andis a constant. We assume the form
using dual decomposition [2]. Each component of the duakt the potentials to be the following:

decomposition is similar to thevm learning problem [29] - o . = s )
and hence, can be solved ef ciently. aif (@ = Wa af(a): abf@f () = Wab anif (a)f (0

We use our method to learn human upper body modelwhere , (,) is the feature vector for pad, computed(%)s-
with two challenging, publicly available datasets. Howeve ing the image data de ned by the POBQ 4. For this work,
the methodology presented here is equally applicable to anye restrict the representation of each part to be a rectangle
other object category (e.g. facial features, quadrupets$, a of xed dimensions (see Fig. 1). The termgy (a)f (b are
rigid/semi-rigid objects such as bicycles and airplan®#g.  the pairwise features. Note that the feature VeCHoF (a)
provide a comparison with a baseline iterative strategy [18represents the shape and appearance of each part, while the
and the method used in [9] and show signi cant improve-pairwise feature a1 (af (1) represents the spatial con gura-
ments in both learning from training images and pose estition of a pair of neighbouring parts. The termg, w5, and
mation in test images. denote the parameters of the parts-based model. Given a
2. Supervised Learning test image, the_best_match of _the parts-bas_ed model (i.e. the

pose of the object) is determined by running max-s&mn

Given a set oflabelled training images, we consider . . 7
the problem of learning a discriminative parts-based modelWhICh nds the labellingf () that maximizes the energy.

Here, by labelled we mean that each training image has beéh?2. Positive Training Data
labelled as either positive (i.e. containing an instancthef We denote byD¥ the k™ positive image, wher& 2
object category of interest) or negative (i.e. backgroumnd i f0;1; ;n. 1g. Furthermore, let ¥() de ne the poses



of the parts in the image. Each positive image provides one w> o+ 1,8k2f0;, ;ns 1g;
positive example which is represented as w> 4 1:812f0°  'n 1g.f(); (7)

L= (‘;fk(a);8a2V; Ia<lb?fk(<’31)fk(b);8("‘“b) 2E); B where each negative imag®' inducesh” possible la-
where the operatof;) denotes vector concatenation. We pellingsf ( ). In other words, the parameters should be able
UseHOG [6] and skin colour [13] to de ne the feature vec- to completely discriminate between positive and negative
tor .« The pairwise features are represented usingxamples in terms of their energy values. However, in prac-
a Potts model which favours all valid pairwise con gura- tice it is not always possible to separate the data. Henee, th

tions equally. A valid con guration is de ned as one which most discriminative weight vector and bias are learnt using
lies close to a con guration observed in the positive exam-+he following optimization problem:

ples. In other words, it lies within a small hypercube in

P
C oy = U TR k -
the pose space whose center is speci ed by the relative poégv )= argminw SIwitH CO o B i(E)

Zica) Zik(p forsomek 210;1;  ;n.  1g. Letlap s.t. w> o+ 1 58k )

represent the set of valid con guration f¢a;b) 2 E. For- w> g 1+ 8Ef();  (10)

mally, the pairwise Ieatureifls glvezﬂf E{a)-f () 2L < o8k ! 08l (11)
it K (a1 K (1) = 0 otherwise. ' w Here, C 0 is a user-de ned constant which speci es

N ) (4% the tradeoff between the accuracy and regularization of the
Note that, by our de nition, a,.t«(av@ = 1 for all  weight vector, the operatgjr jj represents the standalrgh
k2f0; ;n. 1g. Similarto using tree-structured mod- norm and variables* and ' denote the hinge loss for posi-
els, the choice of Potts model pairwise features has two comive and negative examples respectively.

putational advantages: (i) it allows us to ef ciently matble As observed in [9], the above problem is convex. How-
model to the testimage by using the distance transform tectever, it cannot be solved ef ciently since inequality (10)
niques of [8]; and (ii) as will be seen, it allows us to further speci esh” constraints per negative ima@¢ . In [9], the
reduce the computational complexity of learning the paramauthors suggested the following iterative algorithm: iipn
eters of the model. Note that similar pairwise features havehe current estimate of, nd the labellingf () that maxi-

been successfully applied for object detection [16]. mizesw> " for each negative image (using max-sam);

2.3. Negative Training Data and (ii) add the constraints associated with the labellings
We denote byD' the I negative image, where 2 f () to the constraints of the previous iteration which re-

fo; n 1g. Note that there arB" putative poses of sulted in a non-zero hinge loss. Note that the bottleneck

the object in this image, each corresponding to a labellingf the above strategy is the rst step which involves running
f () (wheren is the number of parts aruis the number of ~an inference algorithm for each image at each iteration. In

possib|e poses for each part)_ Each |abe|ﬁmg de nes a this work, we get rid of this bottleneck and obtain the g|0b-
negative example given by ally optimal solution to this problem by reducing it to an
It = ¢ L;f (@832 V; !ab;f @i (8@ 2Eg  (5) equwalen-t problem with p(-)lynomlal number of constraints.
2.5. Ef cient Reformulation
The main dif culty with solving the above problem is that

inequality (10) speci es a large number of constraints @@xp

where L;f (a) 1S the feature vector for pag at posef (a)
in imageD' (computed usingioG and skin colour). The

pairwise feature Ia}b;f (a)f (0 IS given by the Potts model in - hanial in the number of parts, i.8" wheren is the number
equation (4), i.e1if (f (a);f () 2 L a and0 otherwise. of parts andh is the number of putative poses for each part).
2.4. The Learning Problem However, we will show how inequality (10) can be reduced
The problem of learning the parameters of the model cato an equivalent set @(nhjL aj) constraints. We begin by
now be cast as obtaining a weight vectorand scalar bias reformulating inequality (10) as
which discriminate between the positive exampfeand th+ 1+ ot ow> Msf(); (12)

; if ' .
all the negative examples" . Formally, let i.e.t' isan upper bound on the setof valwes . We now

W =(Wa;8a2V;iWap; 8(asb) 2 E); (6)  show that this upper bound can be speci ed by a polynomial
where the concatenation is in the same order as in the posumber (speci callyO(nh?)) of constraints. For simplicity
itive and negative examples. The dimensionalityvof  of explanation, let us assume tHat= f(a;b);8b 2 V
and wyp is equal to the dimensionality of‘,‘;;f k(a) and fagg, i.e. the model is star-shaped with partas the root.

I;b;fk(a)fk(b) respectively. It can be easily veried that We note however that extending our arguments to a general

within this setting the energy of a given examplean be  {ree-structured model isl straightforward.
concisely written asv> + . Ideally, the weight vector We de ne variablesv,; usingh constraints such that

and bias should satisfy the following: MLa-i wp L_j + W Lb_ij 182 2Z7; (13)



whereb2 V f agandz; 2 Z. Since onéM|,; isde ned its dual is de ned as X

for each(a; ) 2 E andz 2 Z, the total number of con-  mayminL(x; ); L(x; )= go(x) g (x); (18)

straints isO(nh?). Note that therHs of inequality (13) is 0 x

the message thafpasses ta when performing max-suispP

on the log-linear model de ned by weighte and features
. The upper bount! is sp)e(ci ed by

[
where the functiorL () is called the Lagrangian and the
variables ; are called the Lagrange multipliers.  Using
the Karush-Kuhn-TuckekT) conditions, the dual of prob-

th owy oL+ Mlni:82 22Z: (14) lem (163 can be sierIi edto
_ _ b2v ag _ oomax o § PCDES ab VabVap YabYap ab
Hence, inequality (10) can be replaced by inequali- + P 1 > Ly .
ties (12), (13) and (14). Note that till now we have not ! 2 (ab)2e ba VbaVba YbaYba ba
used the fact that the pairwise featureg.; form a Potts st. 0_ % ¢co ' G
. A P P P
model, i.e. the above reformulation is valid for any tree- . K =0 =0
structured model. However, it is well-known that the mes- O T [
: - i abi = bajs i abi T apjs (19)
sages in max-sumP can be computed more ef ciently for a toa 1 bal o Il
Potts model [8]. Equivalently, the slack variabM%a;i can Where( ) represents the Frobenius inner product and
be speci ed using fewer constraints as follows: pg = ( 58K Laii8Lis g 8L );
mh Wp b;:8z:Ml mi; Ypq = (+1;8k; 1;8l;i; 1;8l;i0;j ): (20)
Mbui W3 by + Wani82i(ij) 2Lan;  (15)  ThemalixVpg is given by o
where(i;j.) 2 L o if and only if z; andz; spegify valid. d; E;fk(p);% gq.fk(p)fk(q) -8k
con gurations. Note that the number of constraints recqliire . | S
to specifyM|,; for all z; 2 Z using inequality (13) is & i 8k ;o (21)
O(h?). In contrast, for the Potts model, the same slack FR T I 8l i
variables can be speci ed wit®(hjL 4,j) constraints us- dp P72 PGl ol L)
ing inequalities (15), wherg_ 4] h (since typically whered, is the degree of pa. Since problem (16) is a

only a small fraction of pairwise con gurations are valid convex quadratic program, strong duality holds. In other
ones). Thus, we obtain the following ef cient convex prob- words, its optimal value is the same as the optimal value
lem (withO(nhjL 4j) constraints per negative image) which of problem (19). The dual problem uses only the dot prod-
provides the optimal weight vector and bias for the givenuct of various features (i.& pqV 5,). Hence, it allows us to
training data: use the kernel trick which projects the features to a higher
(w; )= argminy. 3jwjj2+ C(P L P Y dimensional space. However, in this work we will restrict
ourselves to the linear kernel since our features, in partic

s.t. w> 1k 08k ular HOG, have been shown to perform well using this set-
t'+ 1+ ;' 08l ting [6]. Note that thexkT conditions provide the optimal
t w3 'a;i + o ML8li; (16)  weight vector in terms of the dual solution [29]. Hence, in-
| ol ot ' Lot bt stead of working in the primal domain, we can obtain the
My Wy ;850 M, My 8lbi;

parameters of the model by solving only the dual problem.
Ml')a;i wp 'b;j + Wap; 83 0;(i;j ) 2 L ap: Note that problem (19) is similar in avour to the well-
The above reformulation is done in the primal domain itself <"1OWNSVM learning problem [29]. However, standzgum
In contrast, the work of [24] performs all the changes in theSoftwares such asvm-Light [14], which update only a
dual and hence, does not allow us to take advantage of tignall number of Lagrange multipliers at each iteration; can
Potts model pairwise features. It is worth noting that the©t P€ directly used to obtain its optimal solution. Thisugd
above trick of reducing the number of constraints can alsd® the fact that, while the minimal optimization problem of
be applied to other commonly used pairwise features such &8 SVM consists of two Lagrange multipliers, problem (19)

(truncated) linear, and (truncated) quadratic modelsgusi Nas & very large minimal optimization problem. Recall that
the distance transform technique of [8]). the size of the m|n|_mal optimization problem is the mini-
mum number of variables that are required to move to a dif-

2.6. The Dual Problem _ ferent solution from the current one without violating arfy o
As with svms, the above primal problem has an interesthe constraints. For example, consider two Lagrange mul-

ing dual which (i) can be solved ef ciently; (ii) allows the pjiers | . and L"a__o wherel 6 1° These two variables

use of the kernel trick; and (iii) directly provides the apél  5nnot be 'g:hanc);(ed without violating the constraints

weight vector. Recall that, given the optimization problem L X | g (22)

min go(x); s.t.g(x) 0;i =1; m; a7 oAb bayj »
X



In other words, the size of the minimal optimization problem  The critical component of any dual decomposition ap-
of (19) is a lot bigger tha@ due to the presence of the above proach is the choice of the slave problems. Clearly, the
constraint. In order to overcome this issue, we design achoice should be such that problem (27) can be solved
algorithm speci cally for solving problem (19) as describe quickly. In what follows, we specify the appropriate slaves

in the next section. for problem (19) which can be optimized ef ciently.
3. Learning the Optimal Model 3.2. The Slave Problems .
We now describe how problem (19) can be solved ef-  We considgr slave pfoblems of the following form:
ciently using a method based on dual decomposition. We max K L :nq;i j 'pq;ij
begin by outlining the general dual decomposition approach 1> vy S
and later provide the details for our problem. 2 pq qu pq ypqyppq Pq
3.1. Dual Decomposition st. 0 % GO i it o G
Dual decomposition is a powerful technique which al- P P L. P —0: (28
lows us to efciently solve several optimization prob- ko + L opai i opqip =00 (28)

lems [2]. It has recently been successfully usednier  Speci cally, for each edg¢a; b) 2 E, we de ne two slave
estimation of random elds [15] and for obtaining feature Problems: (i) wherep = a, g = b, and (ii) wherep = b,
correspondences [25]. To describe dual decomposition, wé = @ The main difference between the slaves and prob-

consider the following convex optimization problem: lem (19) is the absence of the constraint (22). Recall that
X0 this constraint was the reason for a large minimal optimiza-
min g(x); s.t.x 2C; (23)  tion problem for (19) (see last paragraphxo?.6). By re-
X o moving this constraint and enforcing it implicitly through

variables , we are able to obtain slave problems which
are easier to solve due to two reasons: (i) each slave prob-
lemis de nedFusingp(m + hjL apjn ) variables instead of
min gi(xi); s.t.x; 2C;xj = x; (24) O(nns + nh (a:b)2E jL apjn ) variables in problem (23);
R and (i) similar to thesvm optimization problem, the size
of the minimal optimization problems of the slavegisin
fact, the only difference betweesvm and the above slave

maxxn;g:nx gi(xi) + i(xi  x): (25)  problems is that instead of each Lagrange multiplier be-

P i ing bounded by the parameté&, the sum of all the La-

Differentiating th%,dual function with respectitpwe obtain  grange multipliers corre%)onding to the same negativeémag
the constraintthat ; ; = 0. Substituting this in the above is bounded byC, i.e.0 I I C

. .+ . "
A i opgii i paiii
problem, we can further simplify the dual as We observe that each slave corresponds to the problem

) of obtaining the weights for the feature vector of a part to-
gether with its pairwise feature with a neighbouring part.
sing the fact that the weight for the pairwise features is
scalar (which can either be positive or negative), we can
greatly reduce the number of variables present in the slave.
Speci cally, for each negative image' and putative pose
) i of partp, we only need to consider two poses of pairt
min (g (xi)+ ixi); (27)  one that de nes the maximum pairwise feature with pose

whereg; () should be chosen such that it can be optimizeoZi _Of P ?nd oiweotr;at dﬁ nehs the mm@urr palr:wlse fedature

exactly and ef ciently. Upon obtaining the optimal solut® (since Po;ij or all ot er poseg;). In other words, .

x. of the slave problems, we update the values pfoy the effective number of variables for each slave problem is
I ]

projected gradient descent where the gradient with re$pect O(n, + hn ) Wh'Ch 'S gngl to the numper of vanab!es
. can easily be veri ed to b, . In other words, we update when each partis learnt individually. In our implementatio

i |+ x; where | is the Igarning rate at iteration V€ modi ed the highly optimizedsvm-Light software [14]

t. In order to satisfy the constraing. | = O we project to solve the slave problems. It can be veri ed that all the
tﬁe value of - to ' 1_mr|5' g wherem is the  StePs ofsvM-Light can be implemented ef ciently for our
I I I = i 1

i . .
number of slave problems. Under fairly general conditions,case' We omit the details due to lack of space.

this iterative strategy known as dual decomposition can bé. Implementation Details
shown to converge to the globally optimal solution of theFeatures. For a particular pose of a part, we represent its
original problem (23). We refer the reader to [2] for details shape using the variation efoG described in [9] (using

whereC represents the convex feasible region of the prob
lem. The abo)\(/e problem is equivalent to the following:

which allows us to c%?tain its Laglgangian dual as

xXn
i;;LTliaXi:O)Tzigi:l (Gi(xi)+ ixi): (26
The above form of the dual suggests the foIIov‘y,ing strateg&J
for solving it. We start by initializing ; such that ;, ; = a
0. Keeping the values of; xed, we solve the following

slaveproblems (i.e. subproblems of the above dual):



the authors' code) where histograms are computed on non-
overlapping rectangular cells. The dimensionality of each
histogram is xed to 9. The histogram of a particular cell is
normalized over the 4 possibk 2 blocks of cells which
contain that cell. In our experiments, we use cells of size
24 24 pixels for the largest part (i.e. the torso of a human)
and16 16pixels for all other parts. In order to represent the E
appearance of a part, we train a lineam for skin colour (@) (b)

detection usinRGB values (normalized to sum to 1) of a _ .
ixel. Then, given a pose of a part, we want appearance tFlgure 1.(a) The tree-structured model used for the sign language
PIxel. ' ’ Qata. Different parts are shown as different coloured ragfas.

represent the fraction of pixels that were classi ed as skinra qotted lines show the edgéshat de ne the neighbourhood
within the rectangle de ned by the part. L8t X 1 (gjationship. (b) An example training image. The positivaraple
denote this fraction. The appearance at the pose is modellgge. the true pose of the object) is shown overlaid on thegienén
using (x; x?). Using the additional featune® to represent  our experimental setting, all other poses of the object aithage
the appearance has the advantage of favouring a certain framnstitute the negative examples.

tion of pixels belonging to skin (since we learn a weightingwe were able to solve problems (28) ef ciently using the
wix + W,x2). In contrast, using just as the appearance modi ed svMm-Light algorithm.

feature would only allow us to either favour skin pixels or

not (depending on whether, is positive or negative). _ )
. . . We now describe our experimental setup and the results
Positive and negative data. As mentioned before, the user . ) :
obtained using two challenging datasets.

provides the poses of the parts within the positive images. _
We consider all other poses of the parts in the positive imSign language dataset. In the rst experiment, we use 5
ages to be negative examples (i.e. our positive and negativdd€os of sign language. For each video, 39 frames have
images are the same, only the poses of the parts are diffépeen manually labelled with the poses of 8 parts which con-
ent). In order to obtain the putative poses of the parts, wélitute the human upper body f4] Fig. 1 shows the tree-
train a linearsvm for each part of the object using the pos- Structured model and an example image for this dataset. We
itive examples of the part together with randomly sampled!S€ 100 frames (20 from each of the 5 videos) as training
negative examples (whose overlap with the positive examdata and the remaining 95 frames as test data. The training
ples is less than a certain threshold). The putative poses 812 is used to learn the parameters of the tree-structured
the part in a given image are then de ned as the poses th&podel. For this dataset, the number of parameters to be
result in theh top matches (i.e. with the highest score) using/€arntis5777(4 for each of the 7 edgés and the rest for the

the linearsvm for that part. shape and appearance features of the parts). The leamt tree
structured model is then matched to each of the test images

o |
R

»

g

&P
Q AN
e

5. Results

Occlusion. In order to handle the occlusion of parts, we

. . . o using the standard max-sug® algorithm together with the
rovide two options for each putative pose: (i) the partsake " . ) . .
!cohat pose andpis visible: and F()ii) the pgrt takc(e)s tha’?pose an istance transform techniques of [8]. This provides us with

is occluded. This effectively doubles the number of possi-t e most likely pose of the parts in each frame. In order to

ble poses of each part. The unary potential of paseing guantitatively evaluate the results, we compute the operla
occluded is modelled LJsin a constavf. For a pair of score for each part in each test frame. The overlap score
neighbouring partga; by 2 g the pairwi.se poten?ials for is computed as the ratio of the area of the intersection of

only parta being occluded, only patibeing occluded and the ground truth with the part found using the model to the

. area of their union. A part is said to be correctly localized i
both parts being occluded are modelled as constafls the overlap score is greater th@r25. The accuracy of the

1 2 H
w, andw, respectively. All the above constants are learn )
ab ab €SP y. A L tIearnt model is measured as the percentage of parts that are
within the framework described in this paper. ) ) :
correctly localized in all the test images.

Memory rquirements. The slave problems (28) are de- We compare our method with two iteratesim (1Svim)
ned over points that have a great deal of redundancy, € gy aregies using different number of putative posesThe
see equation (21) where several points hdyein common. rst, which we call Isvm-1, is the coordinate-descent style
Hence, we effectively have to store only the feature vectorg, ,h adopted in [18] for solving optimization problems
of the parts in positive and negative examples together Witly i 4 convex objective function and bilinear constraints.

the pairwise features for pairs of poses consider in probge i cally, given the current weight vector, the best neg-
lem (28). This requires only slightly more memory than (and,yje nose of the object is obtained in each image. A new

can be |n|t!aI|_ze_d using) a lineavM trained on the featur(_a w is then computed using only these negative examples to-
vectors of individual parts. In all of our experiments, the i

put to the slave problems tted in the main memory. Hence, 2Available at http://www.robots.ox.ac.uk/"vgg/datarsignguage.




gether with the positive examples. The second approac?
ISVM-2, is the method used by [9] adapted to the supervise

case. Speci cally, the poses of the parts in the positiverexa

ples are xed to their ground truth value thereby making the
approach similar to the learning algorithm for structuretto | c\/\1-1
put regression [27]isvM-2 differs fromisvM-1 in that at

each iteration the negative examples computed in all the pre

vious iterations which result in a non-zero hinge loss age al
included within the optimization problem. Note that bota th gym-2
ISVM strategies attempt to solve the same optimization prob-
lem as our approach, i.e. equations (8)-(11). In other words
the experimental setting for all the methods is the same thu|§

providing a fair comparison, both in terms of ef ciency and lgure 2. Examples of pose estimation for the sign language
accuracy, for our approach ! dataset. Note that the globally optimal model learnt using ap-

proach is able to cope with severe background clutter anchgha
In all the experiments, our method converges quickly tain the appearance of the part due to motion blur.

the global optimal (between 0.5 to 2 days, depending on the h=250 | h=500 | h=1000 | h=1500
value ofh, on a 3GHz processor with éB RAM). How- Our | 49.02 | 61.05| 75.79 | 78.95
ever, bothisvm-1 andisvm-2 are computationally inef - Isvm-1 | 3.16 | 7.54 | 6.49 7.01

cient. Hence, we are unable to run them till convergence ISVM-2 | 41.05 | 45.09 | 48.42 | 52.28

and instead, stop after twice the amount of time taken bg’able 1.The accuracy of three different approaches on the sign lan-
our approach. The reason for the inef ciencyisf/m-1 and guage dataset. Note thasvm-1 is slow and susceptible to local

IsvM-2 is as follows. It takes between 3 and 15 seconds t§!Inima and hence, provides inaccurate results. Ehav-2 algo-
perform inference on each training image. Although 15 SeC[lthm takes a long time to converge since it performs infeeeat

ds is fairl ick it imolies that h iteration v each iteration. Despite runninggvM-1 andisvm-2 for twice as
onds 1s fairly quick, 1t implies that each ieration M long as our method, our model obtains the most accuratet®sul

Fakesl about h"’.‘” an hour. Accordmg to [27], the numb_er Ofconsisted of 5 signers, none of whom were present in the
iterations required i®(n, ) wheren, is the number of train-

test data. In other words, our experimental setting is much

ing images. In other words, it takes hundreds of hours (i'eh'arder than [4]. However, our accuracy of 86.37% compares
several da_y_s) to reach convergence. In contrast, our du?avourably to the 87.7% obtained by [4]. Fig. 2 shows some
decomposition strategy converges when all the slaves hav

the same ontimal solution. Consider two slave roblems?% the results with the poses of the parts overlaid on the test
. P ' . P images. In each case, the model was matched to a frame in
which share some common variables. Such slaves are d

e . . 5" 3minutes on average. During testing tens of thousands
ned on similar points (speci cally, the feature vectors of . -
e . of putative poses per part are used, as compared to training
the part for positive and negative examples are the same In
.~ where only a few hundred poses are employed. Hence, the
both the slave problems). Furthermore, they are initidlize . . L .
. ) ) . cost of inference during testing is much higher. However,
to the same good solution using a linsam trained only on

the individual parts (see section 4). Hence, they converge tnote that this cost is the same for all models, regardless of
L v P . - S , they 9€ thow they are learnt, since they all have to account for the
a similar optimal solution within 2 to 3 iterations of the dlua

decomposition. As a result, our method provides the globf—artICUIatlon of the object (unlike [9] where rotation of par

) . is not considered).
ally optimal model more ef ciently thamsvm-1 andisvm- B dataset. In th d . t
2. Put another way, the main reason for the ef ciency of our uffy dataset. In the second experiment, we use manti-
method is that we replace the inference problensimv by ally labelled frames from 4 episodes of the series "Buffy

that of choosing the right subproblem of the slave probleméhe Vampire Slaye_r' [1£] The tree-structured model con-
at each iteration. Similar tevm-Light, this choice is made Sists of six parts (since the hands are not labelled) whieh ar

based on the rst order approximation of the correspondin onnected together in a similar manner to the model shown

objective function which can be computed very quickly [14]. n Fig. 1(a). Thg 196 frames from the rst wo episodes
are used as training data for three approaches: our method,

Table 1 shows the accuracy of the three approaches Ugsy-1 andisvm-2. The total number of parameters to be
ing different number of putative posésduring training.  astimated is1503 (4 parameters for each of the 5 eddes
Our method converges to the globally optimal solution ef-3n4 the rest for the shape and appearance features of the
ciently, thereby providing the best pose estimation résul parts). Once again, our method converges faster ithan-
We also computed the accuracy of our approach on the tegtangisym-2 (which are allowed to run for twice as long).

dataset employed in [4] using their evaluation measuree Nottpe accuracy of the methods is evaluated using the same
that [4] used a training data which consisted exclusively of

the signer in the test data. In contrast, our training data 3Available at http://www.robots.ox.ac.uk/"vgg/datatkthen.
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