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Abstract

Recently, an optimization approach for fast visual tragkof articulated structures based
on Stochastic Meta-Descent (SMD) [7] has been presented &M gradient descent
with local step size adaptation that combines rapid corneeeg with excellent scalability.
Stochastic sampling helps to avoid local minima in the ojtition process. We have ex-
tended the SMD algorithm with new features for fast and aateutracking by adapting
the different step sizes between as well as within videodsaand by introducing a robust
cost function which incorporates both depths and surfagentations. The advantages of
the resulting tracker over state-of-the-art methods argpsuted through 3D hand tracking
experiments. A realistic deformable hand model reinfothesaccuracy of our tracker.
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1 Introduction

Tracking of articulated objects is a task as attractive asahallenging. Attractive
because it can be applied to many applications such as modigture, Human-
Computer Interaction (HCI), animation, and medical disgisolndeed, the hand
appears to be a natural and ef cient vector of communicafidre sign language
is the most illustrative example. The task is also challeggespecially when the
computation time has to be kept low: the more degrees of dreetthe object has,
the more dif cult this task is. Furthermore, in a high dimemsal space, many
ambiguities may arise.
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The introduction of the Condensation algorithm [15] in cartgp vision proposed
wide perspectives concerning the tracking issue as a rabdgpowerful stochastic
sampling approach. However, it turns out that dense sagpkcomes infeasible
for higher-dimensional state spaces. One has either ta liheedimensionality or
to devise schemes that succeed with fewer samples. An agieci ¢ dynamic
model allows Sidenbladkt al. [36] to reduce the number of state parameters,
though they still need many samples. \Wual. [40] represent nger joints in a
lower-dimensional space by a set of linear manifolds, thgplyaa particle Iter
with importance sampling. Their algorithm performs optitmavhen the palm is
orthogonal to the camera.

Alternatively, one can devise methods that work succegsitith a reduced num-
ber of samples. Deutschet al. [12] propose a sparser particle Iter based on a
simulated annealing algorithm able to track an articulaediel in a high dimen-
sional space. Sminchisescu and Triggs [37] combine gldadralpting with local
optimization by gradient descent. However, this approachther slow.

The end of the last decade has seen the emergence of daa-approaches. Their
concept is to create a database of different views and coatgans of the tar-
get with their corresponding features such as silhouettmemts [6, 33] or fea-
ture combinations [2, 35, 39]. Then, the goal is to explost &éand ef ciently this
database to nd a corresponding match to an input image. tYpis of method re-
guires a dramatic amount of memory as the dimensionalithi@target increases.
Furthermore, itis sometimes dif cult with just a single ig&to recover its original
con guration when the viewpoint provides poor feature im@tion.

Optimization methods such as gradient descent [5, 30], &SBlesvton method [10],
Quasi-Newton methods [24] or trust region method [37] ardelyi used as well to
minimize a cost function while tracking. Recently, we hamtroduced 'Stochas-
tic Meta-Descent' (SMD) [7] into computer vision for 3D hatrdcking and have
demonstrated its ef ciency for optimization in high-dinsonal spaces. A cost
function is minimized by a stochastic gradient descenth witlividual step sizes
for each dimension that are adapted by a meta-level gradestent. SMD can
naturally incorporate constraints (e.g. anatomical harttraints) which other op-
timization techniques nd dif cult or costly to deal with.t8chasticity in the eval-
uation of the cost function increases the chance of gettutgoblocal minima.
Rehg and Kanade [31] also used gradient descent to minitmézeesidual between
an observed image and overlapping templates describingianlated object. By
comparison, we use 3D rather than 2D video, deal with 5 rdttser 2 ngers, and
employ a more sophisticated gradient descent scheme, aewgunt also felt by
Rehg and Kanade [31] (pp. 616). We extend SMD by adapting iffereht step
sizes between as well as within video frames and by prop@siogpust cost func-
tion which includes both depths and surface orientatioressdémonstrate it on 3D
hand tracking.

The remainder of the paper is organized as follows: Sectiorirdduces our 3D



hand model and de nes the cost function to minimize. Sec8otdescribes our
extended SMD scheme. In Section 4, the incorporation oftcainsgs is discussed
and Section 5 explains the inter-frame step size adapt&extions 6 and 7 present
the results and conclusions, respectively.

2 Model & Cost Function

2.1 The Hand Model

The human hand is a complex and highly articulated struckiamy different hand
models have been proposed over the last 10 years in ordentiehthe tracking
task.

3D models have been widely used with 3D volumetric and kirtenmaodels [11,
30, 36]. However, in order to support accurate 3D hand traxkpalm skin de-
formation for instance), the need for more realistic mods imcreased and many
alternatives have emerged. One of the pioneers in reahistitan hand modeling
was Catmull [9] who proposed a hierarchically structured sleformation model.
15 years later, Gouretdt al. [13] implemented a nite element model to simulate
the deformation of objects and human skin while graspingh<and Huang [20]
built a 3D model based on cubic B-splines with about 300 abpivints able to be
rendered in real-time. A 3D deformable point distributiondrl of the hand has
been implemented by Heap and Hogg [14] constructed frorardifft human hands.
Plaenkers and Fua [27] present an innovative human modekvdaeh body part
is modeled by soft objects or metaballs which offer reaiptiysical deformations.

We use a deformable hand model (see Figure 1) able to reallgtreproduce
actual hand shapes. A polygonal skin representation isledup an underlying
skeleton. This model is able to match most of the hand coragions due to its
degrees of freedom (DOFs) and its ability to simulate tha sieformation thanks
to the Linear Blend Skinning. We chose this solution becaifises fast rendering
as the deformations are computed linearly and the simplesado this technol-
ogy [18, 25]. A more detailed description of the hand modeal ba found in [7].

Constraints of the human hand reduce the model to 30 degréeedom (DOFS)

as shown in Figure 1. The anatomy of the hand imposes limite®jpint angles.
We apply such constraints as determined by é&itral. [23] for our tracking pur-

pose. Additional dependencies between the 'proximal pitalangeal’ (PIP) and
the 'distal interphalangeal’ (DIP) angles (DIP = 2/3 PIPither reduce our model
to 26 DOFs.
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Fig. 1. The hand model as polygonal surface (top). The handeimand its degrees of
freedom (bottom), where DIP indicates the 'distal intedphgeal’ joints, PIP the 'proximal
interphalangeal’ joints, MP the 'metacarpophalangeahts, IP the 'interphalangeal' and
TM the 'trapeziometacarpal' joints.

2.2 Mapping to Camera Coordinates

In order to compare a speci ¢ hand state to the observed inmbgéransformation
between points on the hand and camera coordinates muste. fou

The varying statg of the hand model consists of the translation and rotation of
the palm, and the joint angles of the phalanges. This is exttad a functiork

that, for a giverp and intrinsic model parameteké , maps a poing,, in 3D hand
model coordinates to its (predicted) 3D positkynin camera coordinates:

Re = FRm;psM): 1)

For simplicity, a pseudo-orthographic projection is assdm
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Fig. 2. Input image of th&hapeSnatchdia). Depth map extracted from the scene (a) and
masked out by skin color segmentation (b).

2.3 Cost Function

Tracking proceeds by matching our 3D hand model againsted@8Bsmeasure-
ments extracted at video rate. The input speed of our steattight sensor§hape
Snatcherfrom Eyetronicg ) is thus quite high, but the 3D output is not produced
at this speed. Hence, the 3D results are provided at a rdtes tioe low to support
on-line tracking. This said, alternative structured ligiistems exist that do reach
the necessary speed [19, 34].

ShapeSnatches a structured light technology to collect 3D data from angc& he
system extracts a depth map with a single frame while a prestegrid is projected
onto an object or a scene. Hence, for a video stream, a full§i?hdmap of the
scene is acquired for every single frame. The camera shoisitige from a slightly
different point of view than the projector (a few degrees)e Tepth map is de ned
according to the deformation of one or more grid projecti@8. Figure 2 shows
the data provided bg§hapeSnatcheT he left picturga) is a sample from a tracking
video and by looking carefully, one can observe the grid ef structured light
system projected on the scene. The right pic{imepresents the resulting depth
map of(a), masked out by skin color segmentation: the hand's edgasosg due
to the fact that the projected grid is heavily deformed oedtjes. Furthermore, one
can notice that the last phalanx of the thumb is not extraatetithe little nger
presents wrong 3D data as it appears 'pushed' into the scene.

3D video has been as well exploited to perform articulateatcsire tracking so as
to overcome the ambiguities due to 2D information. Delamand Faugeras [11]

1 http://www.eyetronics.com/



Fig. 3. The calculation of the error function. An approxifoatto the closest point on
thoe surface is calculated by projecting the model pdiptonto the tangential plane at
Re = (Rexs Reys Z(Rex; Rey)) . This yields the approximatiorc. Z is the depth map
provided by the 3D sensor in camera coordinates. Furthesntioe difference between the
observed normat and the predicted normél is taken into account of the cost function.

estimate the motion of articulated objects like human ®a@ied hands against
cluttered background. With the use of 3 calibrated caméhay, can extract range
maps from the scene. They aim at minimizing the distance dmtwthe surface of
the 3D reconstruction and the surface of their 3D model. @isg&ance is evaluated
by physical forces (normal and spring-like forces). Theimination of the cost
function is then performed by solving dynamical equatiohsnotion. Plaenkers
and Fua [27] introduce a cost function, relying on depthrimfation provided by
three cameras as well, which is minimized by the Levenbegageardt algorithm.
Lin [24] proposes a real-time implementation for trackingaam in dense range
maps. The articulated model is represented by a set of ptatahes bounded by
the convex hull of two circles. The cost function describdes distance between
the pixel depth inside each limb model and the correspongliedicted depth. The
optimization is performed by the Broyden-Fletcher-Gdif&hanno minimization.
However, the author reports the inaccuracy of such a model.

For a tracked poing,, on the hand model, we seek to minimize the distance be-
tween its predicted 3D positiofi. and observed 3D positioxn.. As we have no
information about this corresponding, observed point, ateer minimize — in a
way similar to some Iterative Closest Point (ICP) [4] impkamtations — the dis-
tance ofR. to the tangent pl(gne at the point on the observed 3D surfaitetine
same image projection, i.&; = (Rcx; Rey: Z (Rex; Rey)). This is illustrated in
Figure 3. Interpolation lls in small holes. Moreover, thdfdrence between the
observed normai and the predicted normal at these points is also considered.



If the closest point on this plane ), the tracker minimizes the following sum-
squared cost function over a sample Set

X
E = 3R xdi®+kijin nijj?; 2)
Si
wherejj jj denotes thé ,-norm. A value ofk = 3 was found to provide a robust
cost function. Results in Section 6 show that incorporatirgnormals increases
the robustness of the SMD tracker. The cost funckais evaluated by considering
only a rather limited set of points, 45 in our current impletagion, to speed up
the tracking (see Section 2.4).

The normah on the observed 3D surface at the pd&gtis de ned as follows:

n = — — ;1 ) n = —; 3)

where™ denotes the matrix transpose.

One can therefore deduce from Figure 3 that the observed 3@igox . can be
computed as:

h i
Xc=Rc+ R, R non
200 1 0 11 3
kc;x kc;x
Re X¢= E%&kc;yg a Rey EE n% n
%C;Z Z (R‘C;X; R‘c;y)
20 1 3

TN

Rez Z (Rexi Rey)

- [Z (kC;X; kC;y) kC;Z] n .

kn k2 ()

Then, we derive the components of (2) from (4):



_ [Z(RexsRey)  Rezlny _ Z(RexiRey)  Rez

@
Rex  Xex kn K2 - kn K2 @’ ()
_ [Z (Rex; kC;y) R ny _ Z(Rex; kc;y) Re, @ )
Rey  Xoy= kn K2 - kn K2 ay ©
_[ZRexiRey)  Rezln, _ Rez Z (Rexi Rey)
Rez  Xez= kn K2 c: kn K2 0

The gradients of the depth map are computed numerically, usirgy 3 Sobel
masks.

Our scheme requires the JacobiarEQfl ¢, and its Hessiah . In order to com-
puteJg andH g, itis important to note that:

@X(jmxd = an Cn) = 0 as we do not differentiate through but only through
E. The inter-dependence betwegh, x.) and(t  n) is taken into account
while calculating the gradient d&. Indeed, the gradient d& is calculated by

backward chaining of derivatives (cf. Equation (16)).
@Z(kc;x ?Xc;y) Xc;z) =n

As Z ()’éc;xc;kc;y) IS quite noisy, we assume that the depth map has no second
@ZRex  Rey) — 0.

xR’
In order to evaluate the derivativesia andH g, we need to know how a change in
R inuencesx.. In order to simplify notations, vector coordinates will Wwatten
asxc = [Xc¢; Ve, z]T and® ¢ = [X¢; ¥e; 2¢]T . The components of the normalwill be
denoted as = [ny;ny;n,]". Figure 4 shows a translation froff to kE projected
onto the plane asx? to x2. Note that the tangent plane is assumed to have
remained xed (thereby discarding surface curvatures atedtbefore). One can
therefore deduce:

derivative, i.e.

xP x3=2D 22 (R 23 n)n;

Cc Cc

= R: ( R n)n: (8)

Given the assumptiogﬂ@(—n =0, the rst derivative is calculated as

h i
@E= @%((&c Xc)2+(/yc yc)2+(/2c Zc)z) )

9
@. @. ©)
To obtain the rstx component of Eq. (9), we apply the chain rule to get
h, ) !
@z(%: X '
2Re X X %o 1 @x . (10)
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Fig. 4. Sketch of the assumed displacement ofiiven a displacement &f..

Using Eq. (8) we get

@'(—“m/\ | Q(AXC ( X\C n)nX)
@C Xe! AXC |
) XNy + Myeny + Mzon,) N
= lim Axel 0 1 ( e yf\xy ¢ Z) X
C
=1 nZ (11)

By calculating the other components similarly, we obtain:

%CE: (% XIng+ (Yo YNy + (2 ze)nyn,
%E: (e  Xc)nxny + (4 yc)ns +(e z)nyn,
@E

—=(Xc XNz + (Fe  ye)nynz + (Zc Zc)ng;
(12)

and for the second derivatives:



@E

= n>2<(1 (1 n>2<)) + Nynynyny + NyNzNyN; = n>2<

@A

GE = n2nyn, + nyNyN2 + n,N,N,Ny = NN

@c@c x Hx Ty x Hylly xHzlzly x Iy

GE = n2nyn, + NyNyNyN, + NyN,N,N, = NyN,:
@@ x Hx Tz xHy Ty Tz xHzlzz xHz.

(13)

By symmetry, we havgt—E2 = nn 7. In conclusion we have the following Jacobian
and Hessian: :

2 2 3
212 x)z) nT(Re  Xo)
se- 25 g g % ”
@( k(h  n)?) k(R n
2 3
& g o @k Cé g“’” 02
He= ———— = = (15)
@R 1)2
ak(ftc no) gEk(he no) 0 kid

whereld represents the identity matrix.

2.4 Stochastic Sampling

In order to preserve a competitive time processing, thekéracan not afford to
sample the complete depth map which represents betweenas@DB000 pixels
according to the hand state. Therefdfeis evaluated by considering only a rather
limited set of points which is changed in each iteration bgithe optimization step
to offer a better robustness. Indeed, the stochasticibyvalla faster averaging of
the probability density function than with a determinisampling.

The question is now to de ne the minimum number of sample {sowhich will
offer the best trade-off between speed and accuracy. Hamceyn our tracker for
the same sequence with different number of sample pointsriodes: the rst one
is to sample randomly a xed number of points on the visiblet md the hand.
The second is too select randomly a xed number (dependirigedf visibility) of
sample points on each phalanx and the palm to guaranteetttatienension of the
search space will be represented. We will name this mode-ssamdom sampling.
Every 5 iterations, a visibility algorithm is performed fdk-buffer algorithm) and
if some phalanges are occluded for instance, the samplatspiedicated to them
are randomly chosen on the visible part of the hand.

10
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Fig. 5. On the left (a), evolution of the tracker's speed adiw to the number of sample
points and the sampling mode. On the right (b), illustratid@a random subsampling per-
formed on the hand model with 2 points per phalanx and 15 pdartthe visible part of
the palm. When a hand part is not visible, the points expemtatiare randomly chosen on
any other visible part.

Figure 5 presents on the left sif@ the quantitative result of this experiment and
the right sidgb) shows an example of semi-random sampling with 2 points p&f ph
lanx and 15 points on the palm (or the back of the palm accgrditthe visibility).

One can observe on Figurésh that a semi-random sampling converges faster than
a random sampling. It can easily be explained by the facttthpérform robustly,
one needs to guarantee that at each iteration, every dioreokthe state space is
represented by the samples. Then, we can notice that theonslaip between the
number of sample points and the speed of the tracker is ctosam exponential
model than a linear model.

Figure 6 presents the qualitative results of Figui@ Sthey illustrate the in uence
of the sampling on the accuracy and robustness of the traBidooking at the
second and fourth rows of Figure 6, which shows the effectuné pandom sam-
pling, one can notice that while bending the ngers, the niettber loses the target
(20 points), or has a delay in comparison with the obsermatitn this sampling
mode, it turns out that less than 30 points are not suf ciencdrrectly explore
a 26 dimensional-space. From 45 points on, the tracker seestabilize and re-
covers well the observations. However, as seen in Figlag @ith the number of
sample points increasing, the tracker's speed decreaasstcally. The third and
fth row of Figure 6 demonstrates the quality of tracking bsing a semi-random
sampling where points are randomly spread on every singieleiphalanx and the

11



Original Sequence:
:OONO“::'

4

Semi-Random Sampling with 2 Points per Phalanx + 15 Points fahe Palm:

Vv v ¢

frame 80 frame 89 frame 111 frame 127

Fig. 6. Original sequence and 3D reconstructions of thergxpee presented in Figure 5(a).

visible part of the palm. For the same number of points the-sandom sampling
appears to be more robust than a random sampling and coeJasger as shown in
Figure Ha). As for the random sampling, the tracker becomes fully éffedrom
45 points on. Therefore, we choose to use the semi-randoiplisgrapproach with
2 points per phalanx and 15 points on the palm.
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3 The SMD Algorithm

Nonlinear optimization problems are often solved by seeortkr gradient tech-
niques such as the Levenberg-Marquardt algorithm [21, 26fumcated quasi-
Newton methods like the Broyden-Fletcher-Goldfarb-Slwa(BFGS) algorithm
[28]. These techniques update the model parameters in $&egs, each of which
is relatively expensive to compute. This makes it hard toe& constraints on
the parameters: the farther a single step takes us outsedieadlsible region, the
more dif cult it becomes to return to it. Interior point mettis use barrier func-
tions to con ne the search to the feasible region which amamatationally too
expensive for our purposes. Conjugate gradient (CG) teclaisi [28] are compu-
tationally cheaper—Ilinear cost per iteration— but have drewvback that each
iteration strongly depends on the preceding ones. Thus Cs Ineuestarted when-
ever it strays from the feasible region, at a large loss ifoperance. CG also does
not tolerate the noise inherent in our approximation of tredgent by sampling,
and converges poorly on highly nonlinear problems.

SMD's strength lies in 3 aspects [7]. Firstly, the use of kasticity lets the method
escape from local minima more easily. Secondly, the usepzfrage, adaptive step
sizes per dimension makes it more ef cient in the case ofaltditioned systems
whose energy landscapes show long, narrow valleys. Thitdigdates parameters
while taking account of the past history of step sizes, and ih able to capture
long-range effects missed by other algorithms. This damperatic variations and
increases the method's ef ciency.

Here we give a concise overview of SMD df is the gradient (oE F ) at iteration
stepi, i.e.
@E _ X
9 ==
@)i S

the parameter vectq; is updated via

JEJE (16)

Pi+1 = P ai 9, (17)

where denotes the Hadamard (i.e., component-wise) prodgcthe Jacobian of
the functionF , Jg the Jacobian of the functida andT the matrix transpose. The
vectora of local step sizes is in effect a diagonal conditioner fa ¢ginadient sys-
tem.S; represents the sample set, which is stochastically chdingedch iteration
stepi.

A classical method in order to adaptduring the optimization is to modify the step
sizes according to the sign of the autocorrelation of theligra @, g; ;) [16]:

13



in the case where the gradient oscillates (igg.g; < 0), the step sizes are di-
minished and vice versa. This approach should not be usednibioation with
stochastic gradient estimates however, since the sigedbstochastic adaptation
method tends to fail frequently [1]. A more principled attative that does admit
stochastic approximation of gradients can be derived frioenniotion of adapting
a by a meta-level gradient descentinas well [16]. To allowa to remain strictly
positive, the meta-level descent is best performeth@n[17]. Assuming that each
element ofa affects the cost functioi& only through the corresponding element
of p, such that the chain rule can be used, we obtain (still usiegHadamard
product):

oA @E @p;
Ina;=Ina; 1 @ @na ;
=lnaj 1+ O Vi; (18)

where is a scalar meta-step size, andcharacterizes the dependence of parame-
ters on their step sizes. From (17) we nd that

Vit @iy = aj g (19)

@n a;

which, inserted into (18), gives us the familiar autocatieing; g; , of the
gradient, now without the problematic sign function [1]n&lly, exponentiating
(18) gives

ai=aj 1 exp( g Vi)
ai 1 max(3i;1+ vi 0); (20)

Where% and1 are vectors where all the elements are respectively eql.@hmj

1. The linearizatiore" max(%; 1 + u) eliminates the expensive exponentiation
for each weight update, while ensuring that the multiplard remains positive.
In any case, since must be chosen suf ciently small for the meta-level descent
In a to be stable, this bilinear approximation is suf cientlycacate.

The simple de nition (19) fov has the severe disadvantage that it fails to take into
account long-term dependencies of parameter vadwesstep sizea. Ideally, one
would like to model the effect of the current step size onfeitueights. In contrast,
[38] models the long-term effect af on future parameter values in a linear system
by carrying the relevant partials forward through time.sTtasults in an iterative
update rule fov extended to non-linear systems. The resulstgchastic meta-
descen{SMD) algorithm rede ness as an exponential average of the effect of all
past step sizes on the new parameter values:

14



* k @3i+1 .

Vi : 21
i+1 =0 @n ai ( )
The factorO 1 governs the time scale over which long-term dependencges ar
taken into account. Inserting (17) into (21) gives
o o @ *@a g)
Visg = =+ —
k=0 @na; k=0, @na; g
R .
v, + ai gi + ai @_;_ k @)l
@ o, @na;
= vita (g Hivi) (22)

whereH ; denotes the instantaneous Hessian at iteratidtor the sake of sim-
plicity, (22) ignores partials of the componentsapfwith respect to their own past
values; not doing so would imply meta-meta-level adaptatomplicating matters
more than is worth in terms of performance.

Since the Hessian of a system wittparameters had(n?) entries, its appearance
in (22) might suggest that SMD is a computationally expemsilgorithm. Fortu-
nately this is not the case, since there are very ef cieniread methods for com-
puting the product of the Hessian with an arbitrary vect@j.[3o prevent negative
eigenvalues from causing (22) to diverge, SMD uses an egte@huss-Newton
approximation that also admits a fast matrix-vector prodlrcour case, this is
given by

X
H v, JEHe Jev; (23)

Si

with the multiplication byd ¢ and its transpose performed by algorithmic differen-
tiation.

4 Incorporation of Constraints

The classical way to perform a constrained optimizationyighe use of the La-
grange multipliers [3] although computationally expeesi&n alternative proposed
by Wu et al. [40] has been to learn the anatomical constraints of a haas&don
natural motion via a cyberglove. The joint space of the haad eonsequently re-
duced to a 7-dimensional subspace approximated by the whioasis con gura-
tions. Then, using importance sampling, the learned spasesampled to evaluate
the hand state.

15
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Fig. 7. Comparison of the accumulated number of iterationsmtracking with or without
inter-frame step size adaptation. The solid line is witklifitame initialization, the dashed
line when step sizes are simply reset at the beginning of fante.

The introduction of the hand model constraints into theroation is most ben-
e cial in the high-dimensional space that we have to explive enforce them by
means of a function that after each update (17) maps the paeesrback into the
feasible region:

p%, = constrain(p;,,): (24)

Since SMD uses the gradient not only to update the parametdéonp, but also
to adjusta andv, we must somehow make it aware of the constraint oWe
do this by calculating a hypothetical "constrained' gratlig® which, applied in
an unconstrained setting, would cause the same paramategelkhat we observe
after application of the constraints. In other words, weuregthat

c pc
Pl =P & gf ) gb= b PR (25)
|

By using this constrained gradient instead of the usual nriegi (22), we can get
SMD's step size adaptation machinery to work well for cosmisted optimization.

16



5 Inter Frame Step Size Adaptation

In a tracking context, SMD has to minimize the cost functienesal times for
subsequent frames. Resetting all the parameters to thteaf wralues would be un-
desirable. A new extension to SMD is to let the system ben@if experience
gathered during the previous frame. As the rst step of Hiteame SMD gives in-
formation about whether the different step sizeainare too small or too large
and suggests improved step sizgsto start intra-frame optimization within that
frame, we take these improved values as appropriate isiigl sizeso for the
intra-frame optimization in the next frame. With a good apqmation of the ini-
tial step sizes, convergence is reached with fewer iteratigigure 7 shows the
advantageous effect of using this information. It compahesaccumulated num-
ber of iterations with (solid line) and without (dashed )iti@s initialization based
on the previous frame. Without, the step sizes are resetcatfeame to the same
values. The inter-frame adaptation accelerates the trgdky 19%.

This extended version of SMD can be summarized as follows:

LooP t:=1 TO lastframe
Vo:= 0; ap:= a; pg:= InitialState
LOOP i ;=1 TO convergence
(1) pick sample pointS;;
(2) calculateg; (16) anda; (20);
-IFi=1 THEN a = ay;
(3) calculatep,,; (17),
(4) calculatep?,, (24),
(5) calculateg’® (25), H ivi (23), Vi1 (22).

The initial pose, of the hand is determined by manual alignmentin the rst feam

6 Results

The SMD tracker's performance is illustrated on 3D hand dakdained with a
structured light sensor yielding depth maps/@b 576pixels at 12.5 frames per
second. The processing was carried out on a Sun re 1GHz PE€ .r$texperiment
presented in Figure 8 highlights the importance of stoatigstFigure 8 shows the
evolution of the SMD tracker, while initialized fairly fardm its target, projected
on the translation ilX and rotation irZ of the palm. As shown the tracker recovers
the target in 7 iterations. The landscape of the displayedtion is changing over
time due to the stochastic sampling. The global extremunanmesmaturally nearly
the same, however, the local minima are changing constdiiéySMD tracker can
therefore avoid spurious minima, increasing the probigtiiti match correctly the
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Fig. 8. Evolution of the SMD algorithm while tracking. Theptoow shows this evolution
projected on the translation ¥ and rotation irZ of the palm and the bottom rows present
the resulting sequence.
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Gradient Descent:
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3

Translation of the palm in X
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Deterministic Sampling:

——1200

Translation of the palm in X
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Rotation of the palm in Z

(© (d)

Fig. 9. Evolution of the gradient descent algorithfa)(and (b)) and a deterministic sam-
pling ((c) and(d)) while tracking the same sequence as in Figure 8. Fijgyres the nal
result of the gradient descent after 16 iterations: the hrandel is slightly shifted from
the target. Figuréd) is the nal result of the deterministic sampling after 9 &gons: this
approach clearly diverges from the correct solution.

target. In comparison, Figure 9 presents for the same sequtte results obtained
by gradient descent and a deterministic sampling approeed gradient descent
method needs 16 iterations to reach an acceptable matcls lmnteacan observe,
the hand model is shifted from the target providing a worseemthan SMD. The
deterministic sampling approach, as expected, fails &ft@riterations. If more
points were used to sample the hand model, the determisestipling would be
less sensitive to local minima but this would increase tloegssing time.

Figure 10 illustrates the good performance of the SMD tragkeen compared to
conventional optimization schemes such as Gradient De$G#) [28] or Pow-
ell [28], as well as to the state-of-the-art Annealed Pertiglter (APF) [12]. Fur-
thermore, the second row of Figure 10 shows the SMD trackeguascost function
E de ned by the sample positions only, i.e. without surfacewtation. All meth-
ods were running on exactly the same 3D input data and wemaiaptg the same
cost function. The parameters in all methods were chosefiutlyrin order to opti-
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mize their results. For Powell we used the implementatidmiseoV XL package .
GD was applied by using SMD and settin@nd to zero. For APF we had to use
our own implementation. This may not have been maximallynoiged for speed,
but neither is our current implementation of SMD. The rstotwows in Figure 10
show that the incorporation of surface orientationk imcreases the robustness of
the SMD tracker. With only the position usedt) the tracker gets trapped in a lo-
cal minimum more easily (in this example the thumb gets sta¢ke palm). In this
experiment — and several additional, similar experimenB&vb performed best,
not only in terms of accuracy but also in terms of computatiore. The speeds
given in sec/frame for the experiment in Figure 10 are prieskim Table 1.

method SMD | GD | Powell | APF

time [sec/frame] 3 3 232 | 114

Table 1
Comparison of the computation time of the Figure 10.

The GD approach is as fast as SMD, but falls in a local minimadhia unable to
recover. Powell's method is rather slow as it does not uséignainformation and
it loses the correct solution early on. Besides the SMD #lgar, APF provides the
most convincing results, because it is more apt to nd thédglaninimum. But, as
shown in Figure 10, in the last frame, the index nger is umatol bend correctly
and loses the target. SMD with a cost function that uses ipasiind orientation
differences seems to offer the best compromise between spekaccuracy.

Figure 11 gives an example with serious self-occlusion,re/ftke SMD tracker
does a good job in guring out the overall rotation that thetianakes. Figure 12
shows examples from an experiment where the word "FLY' waiéal in Ameri-
can Sign Language (ASL). As a matter of fact, the hand pattemned in Figure 10
corresponds to the letter "A. Although SMD shows a rathesdyperformance, we
have observed some recurring problems in our overall seqadrements. The most
prominent one is that sometimes the thumb tip was still remtkked well due to the
paucity of the depth map in that area. The thumb is more proregrors in this
regard, because of its wider range of motions and its outspakdependence of
the other ngers.

Some more results can be found in [7].

7 Conclusions and Future Work

We have presented a novel, extended SMD tracker which isdbasea rapid
stochastic gradient descent approach with adaptive skes.sthe inclusion of

2 http://vxl.sourceforge.net/
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SMD Including Surface Orientation:

SMD Excluding Surface Orientation:

Gradient Descent:

Powell;

frame 79 frame 99 frame 136 frame 162

Fig. 10. Comparison between SMD and alternative optinoradlgorithms. From top to
bottom: the results of the SMD using a cost functibrevaluating the distances and the dif-
ferences in surface orientations, SMD using a cost fundiamly evaluating the distances,
Gradient Descent, Powell and APF (Annealed Particle Filfene model is visualized as
the vertices of the skin polygonal representation. Theaupést have been cropped for better
visibility, but see Fig. 11 for examples of similar, comglétames.
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frame 70 frame 90 frame 103 frame 103

Fig. 11. Hand tracking with self-occlusions. Far right: 3Datel for frame 103 (top view).

constraints that can be imposed on the many DOFs of the haudelmould be
achieved quite elegantly through constrained gradienesh#e extended the ba-
sic SMD scheme for the purpose of tracking in several waydra&ing is in fact
a series of optimizations for subsequent frames, it wasredsinat these would
not start from scratch, but would gain robustness and spgéaking over a good
initialization for the step sizes from the previous framée, it has been shown
that including the surface orientation information in tlestcfunction increases its
robustness.

F Letter:

L Letter:

Y Letter:

Fig. 12. Spelling the word 'FLY" in American Sign LanguagetwSMD: top row represents
the 'F' letter, the second row the 'L’ letter and the last rawet'Y' letter. The last column
is the 3D reconstruction from the third one.
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Our experiments show that the SMD tracker performs robwsily ef ciently on
rather complex 3D hand sequences. Performance came outltettee than that
of several, alternative methods running on the same dawpidposed tracker is
suf ciently generic to be adapted to different types of ihgéithe cost function is
adapted in an appropriate way, it can use 2D instead of 3Dresas well. A natu-
ral extension of this work would be to include 2D featuresnter to disambiguate
complex situations. Another ongoing improvement is aintefd@her increases in
robustness. While the stochastic sampling approach helpgercome local min-
ima, it is not guaranteed that the global optimum will be fou@ombining several
SMD trackers as "smart particles' in a Condensation frannkwsgoone of the av-
enues that we are currently exploring where the rst reshiége been presented
in [8].
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