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Abstract

Tracking articulated structures like a hand or body within areasonable time is challenging
because of the high dimensionality of the state space. Recently, a new optimization method,
called 'Stochastic Meta-Descent' (SMD) has been introduced in computer vision. This is
a gradient descent scheme with adaptive and parameter speci�c step sizes able to operate
in a constrained space. However, while the local optimization works very well, reaching
the global optimum is not guaranteed. We therefore propose an enhanced algorithm that
wraps a particle �lter around multiple SMD based trackers, which play the role of as many
particles, i.e. that act as `smart particles`. After the standard particle propagation on the
basis of a simple motion model, SMD is performed and the resulting new particle set is
included such that the original Bayesian distribution is not altered. The resultingS̀mart
Particle Filter̀ (SPF) tracks high-dimensional articulated structures with far fewer samples
than previous methods. Additionally, it can handle multiple hypotheses and clutter, where
pure optimization approaches have problems. Good performance is demonstrated for the
case of hand tracking from 3D range data.

Key words: Stochastic Meta-Descent (SMD), importance sampling, Smart Particle Filter
(SPF), hand tracking.
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1 Introduction

Hand and body tracking have quite a few intriguing applications, ranging from
human-computer interfacing to motion capture for animation. Yet, progress in this
area is complicated by the high-dimensional state spaces inwhich such trackers
must operate.

In this context, single hypothesis methods might get stuck in a local minimum while
estimating the state of the tracker given an observation. One of the best known ex-
amples is the Kalman �lter which is based on a uni-modal Gaussian assumption.
In the case of articulated structure tracking, the posterior distribution has often a
non-Gaussian nature which can cause failures while applying Kalman �ltering. To
remedy this drawback, alternatives have been proposed to deal with nonlinear es-
timation such as the Extended Kalman Filter (EKF), widely used for articulated
structure tracking [1–3], or the Unscented Kalman Filter [4]. However, the limita-
tions of the EKF have been demonstrated in the case of singularities (non observ-
able degrees of freedom) and discontinuities (anatomical constraints) [5].

Another type of approach to tackle nonlinear estimation is the Condensation algo-
rithm [6] which has shown a better robustness to clutter and occlusion due to its
multiple hypotheses. However, as the number of dimensions increases, the com-
putational cost becomes unmanageable. Indeed, in order to accurately explore the
search space, the number of particles has to go up dramatically with its dimension-
ality. Therefore, basically two alternatives have been proposed:

� To lower the dimensionality of the search space:Sidenbladhet al. [7] track
a 3D articulated body, using particle �ltering within a Bayesian framework. An
action-speci�c dynamic model allows them to reduce the number of state pa-
rameters, though their particle �lter still requires many samples. Wuet al. [8]
represent articulations in a lower-dimensional space by a set of linear manifolds
constructed from base con�gurations. However, their algorithm is view depen-
dent and performs optimally only when the palm is orthogonalto the camera.
In the same vein, Zhou and Huang [9] present a method called Eigen Dynamic
Analysis to compress the actual dimensionality of the manifold of feasible �nger
con�gurations.

� To devise schemes that work well with fewer samples:MacCormick and Is-
ard [10] explore the search space more ef�ciently, through partitioned sampling:
the state space is partitioned and explored in a hierarchical manner. In the ICon-
densation paper introduced by Isard and Blake [11] samples are placed according
to a second information source based on the importance sampling concept, with-
out changing the original probability distribution. Liet al. [12] apply Kalman
�ltering within a Condensation framework to use the information of the current
observation more directly. After the propagation, a measurement is selected for
each particle and used to update the particle location usingKalman �ltering. A
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new particle is then drawn from a Gaussian distribution around this location,
where the Kalman covariance matrix is used to specify the distribution. This
strategy steers the particle distribution towards regionswith a high likelihood.
Deutscheret al. [13] propose a modi�ed particle �lter based on a simulated an-
nealing algorithm able to track an articulated model in a high dimensional space.
Compared to a classical particle �lter, they reduced the number of samples by
a factor of 10, and use 3 cameras to track a full body model. Sminchisescu and
Triggs [14] have combined global sampling with local optimization by gradi-
ent descent. However, this approach is still too slow for ourpurpose. Cham and
Rehg [15] and Heap and Hogg [16] combined as well global sampling with local
optimization.

In this paper, we propose a method of the second class (working with fewer
samples). We developed our own local optimizer based on `Stochastic Meta-
Descent' [17] wrapped in a multiple hypotheses framework soas to increase the
chance of reaching the global extremum.

The 'Stochastic Meta-Descent' (SMD) tracker was recently introduced in [17]. This
new optimization technique is more ef�cient than previous gradient methods and
can naturally incorporate constraints, which other optimization techniques often
�nd dif�cult or costly to deal with. Stochasticity in the evaluation of the objective
function increases the chance of getting out of local minima. In spite of the fact
that the stochastic sampling decreases the risk to be trapped in a local minimum, the
global minimum is not guaranteed to be reached. Therefore, we propose to combine
several SMD trackers as 'particles' within a particle �lterframework. This allows
the tracker to deal with multiple hypotheses and increases the chance to �nd the
global optimum. Furthermore, very few samples suf�ce as they tend to represent
the minimum well. In comparison to Liet al. [12], we do not assume that the
measurements are locally linearly dependent on the state which is a precondition
for Kalman �ltering.

The article is structured as follows: Section 2 describes our 3D hand model. Sec-
tion 3 introduces the cost function which the tracker is to minimize. Section 4
brie�y describes the SMD algorithm. Our `Smart Particle Filter` (SPF) is intro-
duced in Section 5. Finally, Sections 6 and 7 present the results and conclusions.

2 The Hand Model

In order to compare hypothesized states (3D hand poses are parameterized by the
vectorp) against observed 3D hand data (depth maps), the tracker uses a 3D hand
model. This deformable model consists of a polygonal skin, driven by an underly-
ing skeleton, and reproduces actual hand shapes quite well.A new pose is computed
by linearly blending the motions that each skin vertex wouldundergo when rigidly
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coupled to a subset of the skeletonal joints, the `in�uencing joints'. The position
of a vertexvp in skeletonal con�gurationp, in�uenced byn joints, is calculated
from its positionvb in a reference hand pose (the `binding con�guration'b with the
�ngers stretched) as [18]:

vp =
nX

i =1


 i M i;p M � 1
i;b vb: (1)

M i;p is the transformation matrix associated with theith joint (calculated from the
joint angles) in con�gurationp andM � 1

i;b is the inverse of the binding pose associ-
ated with thei th joint. 
 i are the blending weights for the different joints. A more
detailed description of this type of model can be found in [19].

The human hand is constrained by limitations on the joints [20] which reduce its
degrees of freedom (DOFs) to 30 (see Figure 1): 5 joint anglesfor each �nger (3 for
�exion, 1 for abduction, 1 for twist) except for the thumb, which has 4 joint angles
(3 for �exion, 1 for abduction). The palm has 6 DOFs for the wrist's translation and
rotation. McDonaldet al.[20] assume �xed interval values for the twists, and to the
best of our knowledge, the dynamic dependencies between them and the other joints
have not yet been fully explored. Therefore, we have chosen to consider them as
DOFs, moving in a range of� 4 degrees. The constraints and dependencies of the
other angles are the same as in [21], including the additional intra-�nger constraints
between the PIP and DIP angles (� DIP = 2

3 � P IP ), thereby reducing the �nal DOFs
to 26.

The varying statep of the hand model consists of the translation and rotation of
the palm, and the joint angles of the phalanges. This is codedin the form of a
functionF that, for a givenp and intrinsic model parametersM , maps a 3D point
x̂ m given in hand model coordinates into its (predicted) 3D position x̂ c in camera
coordinates:

x̂ c = F (x̂ m ; p; M ): (2)
For simplicity, a orthographic projection is assumed. We expect a �rst order dy-
namic model.

3 Observation Model

Tracking proceeds by matching our 3D hand model against dense 3D measurements
extracted at video rate. The speed with which our structuredlight sensor (Shape
Snatcherfrom Eyetronics1 ) records the images is quite high, but the depth map
can not be calculated at the same speed. Hence, the 3D resultsare provided at a rate
that is too low to support on-line tracking. This said, alternative structured light
systems [22, 23] exist that can produce depth maps at video rate.

1 http://www.eyetronics.com/
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Fig. 1. The hand model. Top: its exterior appearance as a polygonal skin surface; Bottom:
the underlying skeleton and the corresponding degrees of freedom. DIP indicates the 'distal
interphalangeal' joints, PIP the 'proximal interphalangeal' joints, MP the 'metacarpopha-
langeal' joints, IP the 'interphalangeal' and TM the 'trapeziometacarpal' joints.

Figure 2 shows the data as they are provided by theShapeSnatcher. The left image
(a) is a sample from a tracking video and by looking carefully, one can observe
the grid of the structured light system projected onto the scene. The right image(b)
presents the resulting depth map of(a), masked out by skin color segmentation. The
hand's edges are noisy due to the fact that the projected gridis heavily deformed
near the palm and �nger edges. Furthermore, one can notice that in this frame the
last phalanx of the thumb is not extracted and the little �nger presents wrong 3D
data as it appears 'pushed' into the scene.

For a tracked point̂x m on the hand model, we seek to minimize the distance be-
tween its predicted 3D position̂x c and observed 3D positionx c. As we have no in-
formation about this corresponding, observed point, we rather minimize – in a way
similar to some Iterative Closest Point (ICP) [24] implementations – the distance of
x̂ c to the tangent plane at the point on the observed 3D surface with the same im-
age projection, i.e.̂x

0

c = ( x̂ c;x; x̂ c;y; Z (x̂ c;x; x̂ c;y)) whereZ is theShapeSnatchers

5



(a) (b)

Fig. 2. Input image (a) of theShapeSnatcher. Depth map (b) extracted from the scene (a)
and masked out by skin color segmentation.

depth map. This pseudo-orthographic projection is illustrated in Figure 3. Interpo-
lation �lls in small holes in the depth map. Moreover, the difference between the
observed normaln and the predicted normal̂n at these points is considered [25].

If the closest point on the tangent plane isx c, the tracker minimizes the following
sum-of-squares cost function over a sample setSi :

E =
X

Si

1
2

�
jj x̂ c � x cjj 2 + k jj n̂ � n jj 2

�
; (3)

wherejj � jj denotes theL2-norm.n̂ is the normal at̂x c for the hand model in its
current state, andn is the normal of the tangent plane atx̂

0

c. A value ofk = 3 was
found to provide a robust cost function.E is evaluated by considering only a rather
limited sample setSi of points, 45 in our current implementation, to speed up the
tracking as explained in Section 4.2.

The normaln on the observed 3D surface at the pointx̂ c is de�ned as follows:

n � =

"
@Z
@x

�
�
�
�
�x̂ c

;
@Z
@y

�
�
�
�
�x̂ c

; � 1

#T

) n =
n �

kn � k
; (4)

whereT denotes the matrix transpose.

According to Figure 3, the observed 3D positionx c can be computed as [17]:

x̂ c � x c =
[Z (x̂ c;x; x̂ c;y) � x̂ c;z] n �

kn � k2
; (5)

where subscriptsx, y andz indicate vector components for the corresponding axes.
The gradients of the depth mapZ are computed numerically, using3 � 3 Sobel
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Fig. 3. The calculation of the error function. An approximation to the closest point on
the surface is calculated by projecting the model pointx̂ c onto the tangential plane at
x̂

0

c = ( x̂ c;x ; x̂ c;y; Z (x̂ c;x ; x̂ c;y)) . This yields the approximationx c. Z is the depth map
provided by the 3D sensor in camera coordinates. Furthermore, the difference between the
observed normaln and the predicted normal̂n is taken into account of the cost function.

masks.

For tracking, we will also need to evaluate the probability to observex andn for a
given posep. We de�ne this as

p(x ; n jp) = G0;�

0

@
X

Si

E(x̂ c; n̂ )

1

A ; (6)

a zero-mean Gaussian with a� 2 variance evaluated at the sum-squared cost over all
sampling points.

Our scheme requires the Jacobian ofE, JE , and its HessianH E . In order to com-
puteJE andH E , we use:

� @(x̂ c � x c )
@n̂ = @(n̂ � n )

@̂x c
= 0.

� As Z (x̂ c;x; x̂ c;y) is quite noisy, its second derivative would be even more noisier.

Instead, we assume that the surface curvature is small and put @2Z (x̂ c;x ;x̂ c;y )

@̂x 2 = 0

In order to evaluate the derivatives inJ E andH E , we need to know how a change in
x̂ c in�uencesx c. That is investigated next. In order to simplify notations,vector co-
ordinates will be written asx c = [ xc; yc; zc]T andx̂ c = [ x̂c; ŷc; ẑc]T . The component
of the normaln will be denoted asn = [ nx ; ny; nz]T . Figure 4 shows a translation
from x̂ a

c to x̂ b
c projected onto the plane� asx a

c to x b
c. Note that the tangent plane�

is assumed to have remained �xed (thereby discarding surface curvatures as stated
before). One can therefore deduce:
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Fig. 4. Sketch of the assumed displacement ofx c given a displacement of̂x c.

x b
c � x a

c = x̂ b
c � x̂ a

c � (( x̂ b
c � x̂ a

c) � n )n ;

x b
c � x a

c = � x̂ c � (� x̂ c � n )n : (7)

Then,
8
>>>>><

>>>>>:

xb
c = xa

c + �^ xc � (� x̂ c � n )nx

yb
c = ya

c + �^ yc � (� x̂ c � n )ny

zb
c = za

c + �^ zc � (� x̂ c � n )nz:

(8)

Given these assumptions:

@E
@̂x c

=
@

h
1
2(( x̂c � xc)2 + ( ŷc � yc)2 + ( ẑc � zc)2)

i

@̂x c
; (9)

as we assume@(n̂ � n )
@̂x c

= 0. By using the relation (7) in the evaluation of (9), we
obtain:

@E
@̂xc

= ( x̂c � xc)n2
x + ( ŷc � yc)nxny + ( ẑc � zc)nxnz

@E
@̂yc

= ( x̂c � xc)nxny + ( ŷc � yc)n2
y + ( ẑc � zc)nynz (10)

@E
@̂zc

= ( x̂c � xc)nxnz + ( ŷc � yc)nynz + ( ẑc � zc)n2
z;

and for the second derivatives:
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@2E
@2x̂c

= n2
x (1 � (1 � n2

x )) + nxnynxny + nxnznxnz = n2
x

@2E
@̂xc@̂yc

= n2
x nxny + nx nyn2

y + nxnznzny = nxny (11)

@2E
@̂xc@̂zc

= n2
x nxnz + nxnynynz + nxnznznz = nxnz:

By symmetry, we have@
2E

@̂x 2
c

= nn T . In conclusion we have the following Jacobian

and Hessian:

JE =
@E

@(x̂ c; n̂ )
=

2

6
6
6
6
6
4

@
@̂x ( 1

2(x̂ � x )2)

@
@n̂ ( 1

2k(n̂ � n )2)

3

7
7
7
7
7
5

=

2

6
6
6
6
6
4

nn T (x̂ c � x c)

k(n̂ � n )

3

7
7
7
7
7
5

(12)

H E =
@2E

@(x̂ c; n̂ )2
=

2

6
6
6
6
6
4

@2E
@̂x 2

c

@
@n̂ c

(x̂ c � x c)

@
@̂x c

k(n̂ c � n c) @
@n̂ c

k(n̂ c � n c)

3

7
7
7
7
7
5

=

2

6
6
6
6
6
4

nn T 0

0 kId

3

7
7
7
7
7
5

(13)

whereId represents the identity matrix.

4 The Stochastic Meta-Descent Algorithm

4.1 Problems with Conventional Methods

Nonlinear optimization problems are often solved by second-order gradient
techniques such as the Levenberg-Marquardt algorithm [26,27] or truncated
quasi-Newton methods like the Broyden-Fletcher-Goldfarb-Shanno (BFGS) algo-
rithm [28]. These techniques update the model parameters inlarge steps, each of
which is relatively expensive to compute. This makes it hardto enforce constraints
on the parameters: the farther a single step takes the state outside of the feasible
region, the more dif�cult it becomes to return to it. Interior point methods use bar-
rier functions to con�ne the search to the feasible region but are computationally
too expensive for our purposes. Conjugate gradient (CG) techniques [28] are com-
putationally cheaper — linear cost per iteration — but have the drawback that each
iteration strongly depends on the preceding ones. Thus CG must be restarted when-
ever it strays from the feasible region, at a large loss in performance. CG also does
not tolerate the noise inherent in our approximation of the gradient by sampling,
and converges poorly on highly nonlinear problems.
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4.2 SMD

Instead, we use Stochastic Meta-Descent. SMD is a gradient descent with local
step size adaptation that combines rapid convergence with excellent scalability and
is built on 3 concepts:

� The use ofstochastic samplingat each iteration of SMD offers better conver-
gence performance than standard optimization methods relying mostly on deter-
ministic sampling. Indeed, shuf�ing the sampling points onthe 3D hand model
lets SMD escape from local spurious minima more easily. Furthermore, due to
the stochasticity, one can afford to use a smaller sample setthan other standard
deterministic optimizers and consequently be faster.

� SMD performstwo levels of optimization: �rstly, it optimizes the individual step
sizesa (which has the same number of components asp) at each iteration by a
gradient descent which is controlled by a scalar meta-step size � . Then, the state
parametersp are optimized in a gradient descent manner viaa.

� SMD updates parameters while taking account of the past history of step sizes,
and thus is able to capture long-range effects missed by other algorithms. This
dampens erratic variations and increases the method's ef�ciency.

Here we give a concise overview of SMD, to make the paper suf�ciently self-
contained. More detailed explanations can be found in [17, 29]. If gi is the gradient
(of E �F ) at iteration stepi , i.e.

gi �
@E
@p i

=
X

Si

J T
F J T

E (14)

whereSi represents the sample set.

The parameter vectorp i is updated via

p i +1 = p i � a i 
 gi : (15)

In these equations '
 ' denotes the Hadamard (i.e., component-wise) product,J F

the Jacobian of the functionF andJ E the Jacobian of the functionE. The vector
a of local step sizes is in effect a diagonal conditioner for the gradient system.

The local step size vectora is adapted by a meta-level gradient descent inE which
is best performed onln a to remain strictly positive [30]

ln a i = ln a i � 1 + � gi 
 v i ; (16)

where� is a scalar meta-step size, andv i characterizes the dependence of param-
eters on their step sizes. If we derive Equation (15) with respect toln a, we �nd
that

v i +1 = �
@p i +1

@ln a i
= a i 
 gi : (17)
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By exponentiating Equation (16) we get

a i = a i � 1 
 exp(� gi 
 v i ) (18)

which can be approximated linearly by

a i � a i � 1 
 max
�

1
21; 1 + � v i 
 gi

�
(19)

to speed up the calculation, where1 is a vector where all the elements are equal to
1. This is suf�ciently accurate as� is small.

The simple de�nition of Equation (17) forv has the severe disadvantage that it fails
to take into account long-term dependencies of parameter valuesp on step sizesa.
Accordingly, we de�nev as an exponential average of the effect of all past step
sizes

v i +1 � �
1X

j =0

� j @p i +1

@ln a i � j
(20)

which can be approximated by inserting (15) into (20) as:

v i +1 = � v i + a i 
 (gi � � H i v i ) (21)

whereH i denotes the instantaneous Hessian (i.e., matrix of second derivatives) at
iterationi .

Calculating the full Hessian is fortunately not necessary as only the product withv
is needed. SMD uses an extended Gauss-Newton approximationthat admits a fast
matrix-vector product. In our case this is given by

H i v i �
X

Si

J T
F H E J F v i (22)

with the multiplication byJ F and its transpose performed by algorithmic differen-
tiation.

To assist the search in the high-dimensional space of our hand model, the use of
constraints is essential. We enforce them by means of a function that after each
update (15) maps the parameters back into the feasible region:

pc
i +1 = constrain(p i +1 ) : (23)

Since SMD uses the gradient not only to update the parameter vectorp, but also
to adjusta andv, we must somehow make it aware of the constraints onp. We
do this by calculating a hypothetical `constrained' gradient gc which, applied in
an unconstrained setting, would cause the same parameter change that we observe
after application of the constraints. In other words, we require that

pc
i +1 = pc

i � a i 
 gc
i : (24)
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By using this constrained gradientgc
i that satis�es these conditions, instead of the

ordinary one in Equation (21), we can get SMD's step size adaptation machinery
to work well for constrained optimization.

5 Smart Particle Filtering

SMD has proven its ef�ciency in high-dimensional spaces [17]. However, spaces
like ours are highly nonlinear with many local optima. SMD does not guarantee
to reach the global optimum. The tracker's chances to do so can be increased by
exploring multiple hypotheses. A well-established framework to do so is particle
�ltering.

Particle �lters [6] offer a probabilistic framework for dynamic state estimation.
They compute the posterior densityp(st jz1:t ) of the current object statest condi-
tioned on all observationsz1:t up to timet. The process densityp(st jst � 1) and the
observation densityp(zt jst ) are not required to be Gaussian which makes them
especially attractive. Furthermore, by modeling uncertainty, they provide a robust
tracking framework in cases of clutter and occlusion. Particle �ltering is based on
a sampling approach, where the posterior density function is approximated by a
weighted particle setf (s(n)

t ; � (n)
t )gN

n=1 . Each particles(n)
t represents one hypothet-

ical state of the object with a corresponding discrete sampling probability� (n)
t . In

our case, an object con�guration vectors(n)
t is denoted by the hand parameters and

their derivatives. The dynamics of our system are currentlyrepresented as a �rst
order model.

To combine SMD and particle �ltering, the SMD optimization is run after the pre-
diction step for each of theN samples resulting inN new statesf (s� (n)

t ; � � (n)
t )gN

n=1 .
We refer to these as 'smart particles'. If these samples are taken directly as the sam-
ple set for the next propagation, the whole set might collapse into one or only a few
different states, corresponding to the local minima. This might already result in
a better tracking approach than optimization alone as thesesamples will be split
during propagation leading to different starting positions for the next optimization.
However, multiple hypotheses are still not handled well. Wewould like to com-
bine the sampless(n)

t from the propagation with the new sampless� (n)
t from the

optimization, so that the Bayesian distribution is not lost. I.e. the propagated dis-
tribution and the combined distribution should be the same,even though the latter
contains more samples. Fortunately, this can be achieved byusing a concept called
importance sampling [11].

Importance sampling is used to add samples according to another distributiong(s),
indicating promising areas in the state space based on complementary information.
SMD tends to move particles towards such areas upon convergence. In order that
the distribution represented by the sample setf (s(n) ; � (n))gN

n=1 is not changed by
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the addition of the sampless� (n)
t , a correction factor must be applied to the weights

of all samples.

� (n)
t =

f t (s
(n)
t )

gt (s
(n)
t )

p(zt js
(n)
t ); (25)

f t (s
(n)
t ) = p(s(n)

t jz1:t � 1): (26)

The observation densityp(zt js
(n)
t ) is given by Equation 6.

The correction factor can be calculated as the quotient between the original distribu-
tion and the new distribution. As the original distributionis not available in closed
form, we approximate it as a kernel density estimator [31] inad-dimensional space
with window sizeh:

f (s) =
1

Nhd

NX

n=1

K
� 1

h
(s � s(n))

�

; (27)

with K as:

K (x) = (2 � )� d=2 exp(�
1
2

xT x): (28)

Silverman [31] proposes as optimal window width, the value

hopt = 1:06�n � 1=5; (29)

where� is de�ned as follows

� 2 = d� 1
X

i

cii ; (30)

cii are the diagonal elements of the covariance matrix of the data.

Kernel density estimation (KDE) is preferred over a Gaussian representation as
KDE only requires to tune the window width as opposed to a fullcovariance matrix
in the case of Gaussians. Furthermore, as seen previously inEquation (29), one can
easily compute the optimal window size of the kernels according to the sample set.

To illustrate the kernel density estimation, a 2D toy case issimulated on a mixture of
3 Gaussians. Figure 5 shows the ground truth (a) and the kernel density estimation
using Equation (29) with 10 points (b), 50 points (c), 200 points (d) and 1000
points (e). As one can observe from Figure 5, from 10 points, the overall landscape
of the probability density function appears clearly and the3 Gaussian peaks are
already distinctive. However, by increasing the number of points, the kernel density
estimation is re�ned and approaches the original distribution for 1000 points.

Using the kernel density estimation, the new distribution contains the standard and
the optimized samples:
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Fig. 5.Illustration of the kernel density estimation in 2D, on a mixture of 3 Gaussians. The
ground truth is shown in (a) and the kernel density estimation using Equation (29) with 10
points (b), 50 points (c), 200 points (d) and 1000 points (e).
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K
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h
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=
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wheref � (s) denotes the distribution of the new samples alone. The correction fac-
tor is then

f (s)
g(s)

=
f (s)

1
2(f (s) + f � (s))

=
2f (s)

f (s) + f � (s)
: (32)

While some processing is needed to evaluate this function, the time is dwarfed by
the other computations that have to be performed in each timestep.

Accordingly, our `Smart Particle Filtering' proceeds by weighting the samples ac-
cording to the observation density multiplied by the correction factor. Without ap-
plying such a correction factor, the minima found by SMD would be favored, which
might be perfectly reasonable in some cases.

In comparison to the original particle �lter, the proposed smart particle �lter needs
much fewer samples as the minimum tends to be represented well by the sample set.
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Fig. 6. Smart Particle Filter (SPF).

Summarizing, the presented `Smart Particle Filter` (SPF) consists of a propagation
of N samples according to a dynamic model with a noise component,an optimiza-
tion that calculatesN new samples giving a total of2N samples, a weighting of
these samples that includes a correction factor, and a selection of N new samples
for the next time step which are drawn from the set of 2N samples according to
their weights. An algorithmic description is given in Figure 6.

To illustrate the behavior of the SPF a real case is shown in Figure 7. The state cor-
responding to the samples are projected onto a 2D plane, corresponding to rotation
of the palm around theZ axis (abscissa) and horizontalX translation of the palm
(ordinate). At the �rst row of Figure 7, in the middle, we can see the propagation
step based on the prior information. Extra noise has been added for this stage to
offer a better illustration of SPF and the SMD convergence. As example, one can
see in Figure 7, top row, in the propagation step, that 2 samples have a difference
of 20 degrees for the rotation around theZ axis of the palm. The next frames show
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the SPF evolving by optimizing the particles over time, it turns out that most SMD
particles tend to concentrate around the optimum which is atthe center of the plot:
a rotation of the palm in Z of 130 degrees and a translation of the palm in X of 2 cm.
Then, on the last row, on the right, the �nal result is shown. Figure 8 shows 4 dif-
ferent particles (left column) and their state after SMD optimization (right column)
from the experiment presented in Figure 7.

6 Results

Comparison of SMD with Conventional Optimization Approaches:In previous
research [17], we reported some extensive comparisons of SMD with conventional
optimization approaches such as Gradient Descent, BFGS or Powell's method [28]
and show the superiority of an SMD tracker. All methods were optimizing the same
cost function on the same 3D data by considering the parameter setting carefully.
None of the approaches (including SMD) were optimized for speed. SMD per-
formed best in several experiments, not only in terms of accuracy but also in terms
of computation time. In more details, BFGS is almost as fast as SMD but falls into
local minima as this method can not handle noise well and is mainly designed for
unconstrained optimization. GD reaches similar speed thanBFGS but can handle
noise better so that just a part of the hand (such as one digit)is affected by local
minima. Powell's method is rather slow as it does not use gradient information.

Comparison with SMD: The SPF tracker's performance is demonstrated on 3D
hand tracking, using a structured light sensor sampling of720� 576pixels at 12.5
frames per second, and a PIV 3GHz for processing. For the experiments, we tried
to minimize the number of particles as much as possible whilestill obtaining accu-
rate tracking results. To illustrate the advantage of usingmultiple SMD particles,
Figure 9 shows a comparison between a single SMD tracker (left column) and our
`Smart Particle Filter` (SPF) with 4 SMD particles (middle column). For fast mo-
tion, a single particle fails to match the target and gets stuck in a local minimum.
Indeed, for the frames 200 and 246, one can observe that the ring and little �ngers
overlap (see the results of the reconstructions in Figure 10). Inter-penetration is not
yet considered in our framework. In contrast, the SPF tracksthe target correctly
over time with onlyN = 4 particles. Also in general, we found the quality of
tracking to be satisfactory withN = 4, as shown in Figure 9. In this experiment,
the algorithm run at 7.92 sec/frame to converge to a solutionin a 26 dimensional
state space.

Comparison with Annealed Particle Filter: Figure 11 compares the SPF with
another sophisticated Condensation algorithm, the Annealed Particle Filter (APF)
[13]. The APF uses a multi-layered search where for each layer N samples are
drawn. Here, it was implemented withN = 500 samples and 12 layers. Firstly,
the APF requires many more samples than the SPF and runs at 92.4 sec/frame. The
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Initialization: Propagation step with N = 15 : Optimization of the 3 �rst samples:
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Final distribution 2N = 30 : Result:
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Fig. 7. Real-case illustration of the SPF mechanism forN = 15. The squares represent the
original sampless(n)

t and the circles are the corresponding optimized sampless� (n)
t . The

optimum solution is in the middle of the graph (a rotation of the palm in Z of 130 degrees
and for a translation of the palm in X of 2 cm). At the last row, on the right, the �nal result
is shown.
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Samples froms(n)
t : Corresponding optimized samples:

Fig. 8. Example of 4 different samples (left column) and their corresponding optimized
state (right column) issue from the experiment of Figure 7.
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method N nr. of points sec/frame (tracker) sec/frame (single particle)

SPF 4 45 15 2-5

APF 500 350 92.4 0.18

Table 1
Comparison of the computation time of SPF and APF for the results of Figure 11.

SPF is faster and needs 15 sec/frame for this case (see a listing in Table 1). Depend-
ing on the quality of the depth map, a single SMD particle converges within 2 to
5 sec/frame. Furthermore, 350 points are subsampled on the hand for the APF and
only 45 points for the SPF. Indeed, APF with 45 points failed to track. We tested
different numbers of sampling points and particles in orderto �nd the best com-
promise between accuracy and speed. The computation time for one SPF particle
is longer as for APF as the SMD optimization takes some time. Figure 11 demon-
strates that SPF is more accurate than the APF, which can be best seen in the two
�rst pictures of the left column where it appears that the ring and little �ngers are
not correctly matched. a

More SPF Results:Figure 12 presents another example of SPF performance while
rotating the palm and bending the �ngers. In this case, again, N = 4 and processing
runs at 14.4 sec/frame.

All the above examples provided good results withN = 4. However, in such a
high-dimensional space, a good approximation of the underlying probability distri-
bution and the computation of the optimal KDE window widthhopt requires many
more particles. The choice ofN = 4 has been motivated by satisfying both the
tracking quality and time performance criteria. It is obvious that a larger sample set
will better approximate the distribution but will consequently as well increase the
processing time. In these experiments, we computed the averagehopt for the whole
sequence and then applied this value or slightly above to Equation (32).

Due to the high-dimensionality of the problem and the noisy 3D data measure-
ments, it turns out to be dif�cult to measure quantitativelythe SPF performances.
However, through the 3D reconstructions and animations shown in Figures 9, 11
and 12, one can subjectively observe the quality of the SPF tracker.

7 Conclusion

We have presented a `Smart Particle Filter` (SPF) which integrates SMD optimiza-
tion into particle �ltering. The combination of the two approaches merges the ad-
vantages of both methods. Accordingly, the SPF tracks high dimensional articulated
structures with far fewer samples than the original Condensation approach and han-
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SMD: SPF: Reconstruction of SPF:

frame 114

frame 131

frame 200

frame 246

Fig. 9. Tracking comparison between a single SMD 'particle'(left column) and a 'Smart
Particle Filter' (SPF) withN = 4 , i.e. 8 particles (middle column). The right column
presents the 3D reconstruction of the SPF results.
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frame 200 frame 246

Fig. 10. The 3D reconstruction of the SMD results from the experiment of Figure 9 are
shown.

dles multiple hypotheses, clutter and occlusion robustly where pure optimization
approaches often have problems. Furthermore, it is important to note that the SPF
approach can be equally well be used in combination with another cost function,
so that 2D instead of 3D features could be used as well. Nothing in the derivation
of the method is speci�c to the application that we have presented. Future work
will focus on parallel processing of the samples, in order tospeed up the tracking.
Using multiple cameras is another interesting extension and could be implemented
by modifying the error function.
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