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Abstract

We propose a generalized bootstrapping
algorithm in which categories are de-
scribed by relevant seed features. Our
method introduces two unsupervised steps
that improve the initial categorization step
of the bootstrapping scheme: (i) using La-
tent Semantic space to obtain a general-
ized similarity measure between instances

from computability theory, we refer to the stan-
dard example-based supervision mode Eaden-
sional Learning(EL), as classes are being specified
by means of examples of their elements (thesir
tension. Feature-based supervision is referred to as
Intensional LearnindIL), as features may often be
perceived as describing thtensionof a category,
such as providing the name or prominent key terms
for a category in text categorization.

The IL approach reflects on classical rule-based

and features, and (ii) the Gaussian Mixture
algorithm, to obtain uniform classification
probabilities for unlabeled examples. The
algorithm was evaluated on two Text Cate-
gorization tasks and obtained state-of-the-
art performance using only the category
names as initial seeds.

classification methods, where the user is expected
to specify exact classification rules that operate in
the feature space. Within the machine learning
paradigm, IL has been incorporated as a technique
for bootstrapping an extensional learning algorithm,
as in (Yarowsky, 1995; Collins and Singer, 1999;
Liu et al.,, 2004). This way the user does not
need to specify exact classification rules (and fea-
ture weights), but rather perform a somewhat sim-
pler task of specifying few typical seed features for
Supervised classification is the task of assigning cathe category. Given the list of seed features, the
egory labels, taken from a predefined set of catdootstrapping scheme consists of (i) preliminary un-
gories (classes), to instances in a data set. Within tisgpervised categorization of the unlabeled data set
classical supervised learning paradigm, the task Based on the seed features, and (i) training an (ex-
approached by providing a learning algorithm witHensional) supervised classifier using the automatic
a training data set of manually labeled examples. lglassification labels of step (i) as the training data
practice it is not always easy to apply this scheméhe second step is possibly reiterated, such as by
to NLP tasks. For example supervised systems f@én Expectation-Maximization schema). The core
Text Categorization (TC) require a large amount opart of IL bootstrapping is step (i), i.e. the initial
hand labeled texts, while in many applicative casegnsupervised classification of the unlabeled dataset.
itis quite difficult to collect the required amounts of This step was often approached by relatively sim-
hand labeled data. Unlabeled text collections, on thgle methods, which are doomed to obtain mediocre
other hand, are in general easily available. quality. Even so, it is hoped that the second step of
An alternative approach is to provide the necessupervised training would be robust enough to the
sary supervision by means of sets of “seeds” of inaoise in the initial training set.
tuitively relevant features. Adopting terminology The goal of this paper is to investigate additional
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principled unsupervised mechanisms within the ini- It is possible to recognize a common structure of
tial classification step, applied to the text categathese works, based on a typical bootstrap schema
rization. In particular, (a) utilizing a Latent Se-(Yarowsky, 1995; Collins and Singer, 1999):

mantic Space to obtain better similarity assessmenftep 1. Initial unsupervised categorizationThis
between seeds and examples, and (b) applying a step was approached by applying some similar-
Gaussian Mixture (GM) algorithm, which provides a ity criterion between the initial category seed
principled unsupervised estimation of classification  and each unlabeled document. Similarity may
probability. As shown in our experiments, incor- be determined as a binary criterion, consider-
porating these steps consistently improved the ac- ing each seed keyword as a classification rule
curacy of the initial categorization step, which in (McCallum and Nigam, 1999), or by applying
turn yielded a better final classifier thanks to the  an IR style vector similarity measure. The re-
more accurate training set. Most importantly, we ob-  sult of this step is an initial categorization of (a
tained comparable or better performance than previ-  subset of) the unlabeled documents. In (Ko and
ous IL methods usingnlythe category names as the Seo, 2004) term similarity techniques were ex-
seed features; other IL methods required collecting ploited to expand the set of seed keywords, in
a larger number of seed terms, which turns outto be  order to improve the quality of the initial cate-
a somewhat tricky task. gorization.

Interesting results were revealed when compaBtep 2: Train a supervised classifier on the ini-
ing our IL method to a state-of-the-art extensional tially categorized set. The output of Step
classifier, trained on manually labeled documents. 1 is exploited to train an (extensional) su-
The EL classifier required 70 (Reuters dataset) or pervised classifier. Different learning algo-
160 (Newsgroup dataset) documents per category to rithms have been tested, including SVM, Naive
achieve the same performance that IL obtained using Bayes, Nearest Neighbors, and Rocchio. Some
only the category names. These results suggest that works (McCallum and Nigam, 1999; Liu et
IL may provide an appealing cost-effective alterna-  al., 2004) performed an additional Expectation
tive when sub-optimal accuracy suffices, or when it ~ Maximization algorithm over the training data,
is too costly or impractical to obtain sufficient la- but reported rather small incremental improve-
beled training. Optimal combination of extensional ~ ments that do not seem to justify the additional
and intensional supervision is raised as a challeng- effort.

ing topic for future research. (McCallum and Nigam, 1999) reported catego-
) o rization results close to human agreement on the
2 Bootstrapping for Text Categorization same task. (Liu et al., 2004) and (Ko and Seo,

The TC task is to assign category labels to doct?004) contrasted their word-based TC algorithm
ments. In the IL setting, a catego€y; is described With the performance of an extensional supervised

by providing a set of relevant features, termed a@lgorithm, achieving comparable results, while in
intensional descriptior(ID), id., C V, where/  general somewhat lower. It should be noted that it

is the vocabulary. In addition a training corpudhas been more difficult to define a common evalua-
T = {t,ts,...t,} of unlabeledtexts is provided. tion framework for comparing IL algorithms for TC,
Evaluation is performed on a separate test Corp@gje to the subjective selection of seed IDs and to the
of labeled documents, to which standard evaluatio@ck of common IL test sets (see Section 4).

metrics can be applied.

The approach of categorizing texts based on lis
of keywords has been attempted rather rarely in the
literature (McCallum and Nigam, 1999; Ko and Seoln this section we show how the core Step 1 of the IL
2000; Liu et al., 2004; Ko and Seo, 2004). Severaicheme — the initial categorization — can be boosted
names have been proposed for it — suchif@by by two unsupervised techniques. These techniques
bootstrapping with keywordsinsupervised TCTC which largely follows the IL scheme but then makes use of la-

by labelling words— where the proposed methodseled data to perform a chi-square based feature selection be-

fall (mostly) within the IL settings described hére fore starting the bootstrap process. This clearly falls outside the
- IL setting, making their results incomparable to other IL meth-

1The major exception is the work in (Ko and Seo, 2004)ods.

é Incorporating Unsupervised Learning
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fit the IL setting and address major constraints of itspace (Deerwester et al., 1990). The dimensions of
The firstis exploiting a generalized similarity metricthe Latent Semantic space are the most explicative
between category seeds (IDs) and instances, whiphincipal components of the feature-by-instance ma-
is defined in a Latent Semantic space. Applyingrix that describes the unlabeled data set. In LSI
such unsupervised similarity enables to enhance theth coherent features (i.e. features that often co-
amount of information that is exploited from eachoccur in the same instances) and coherent instances
seed feature, aiming to reduce the number of needé€ce. instances that share coherent features) are rep-
seeds. The second technique applies the unsupesented by similar vectors in the reduced dimen-
vised Gaussian Mixture algorithm, which maps simsionality space. As a result, a document would be
ilarity scores to a principled classification probabil-considered similar to a category ID if the seed terms
ity value. This step enables to obtain a uniform scaland the document terms tend to co-occur overall in
of classification scores across all categories, whidhe given corpus.

is typically obtained only through calibration over The Latent Semantic Vectors for IDs and doc-
labeled examples in extensional learning. uments were calculated by an empirically effec-
s . tive variation (Gliozzo and Strapparava, 2005) of
3.1 Similarity in Latent Semantic Space the pseudo—do(cumenhethodologspto fold-in doc):—

As explained above, Step 1 of the IL scheme asiments, originally suggested in (Berry, 1992). The
sesses a degree of “match” between the seed tergigilarity functionsim;,; is computed by the cosine
and a classified document. It is possible first tenetric, following formula 1, Where‘ZZCi and{; are
follow the intuitively appealing and principled ap-replaced by their Latent Semantic vectors. As will
proach of (Liu et al., 2004), in which IDs (categoryhe shown in section 4.2, using such non sparse rep-
seeds) and instances are represented by vectors ifedentation allows to drastically reduce the number

usual IR-style Vector Space Model (VSM), and simof seeds while improving significantly the recall of
ilarity is measured by the cosine function: the initial categorization step.

Simy g (id,,;, t5) = cos (ide,, 1;) (1) 3.2 The Gaussian Mixture Algorithm and the

whereid,., € RIVI andf; € RIV! are the vectorial initial classification step

representations in the spaBe" | respectively of the Once having a similarity function between category
category IDid., and the instancg;, andV is the set IDs and instances, a simple strategy is to base the
of all the features (the vocabulary). classification decision (of Step 1) directly on the
However, representing seeds and instances ino#tained similarity values (as in (Liu et al., 2004),
standard feature space is severely affected in the for example). Typically, IL works adopt in Step 1
setting by feature sparseness. In general IDs agesingle-label classification approach, and classify
composed by short lists of features, possibly justach instance (document) to only one category. The
a single feature. Due to data sparseness, most hosen category is the one whose ID is most simi-
stances do not contain any feature in common witlar to the classified instance amongst all categories,
any category’s ID, which makes the seeds irrelevanthich does not require any threshold tuning over la-
for most instances (documents in the text categorizieled examples. The subsequent training in Step 2
tion case). Furthermore, applying direct matchingields a standard EL classifier, which can then be
only for a few seed terms is often too crude, as it igused to assign multiple categories to a document.
nores the identity of the other terms in the document. Using directly the output of the similarity func-
The above problems may be reduced by considion for classification is problematic, because the ob-
ering some form of similarity in the feature spacetained scales of similarity values vary substantially
as it enables to compare additional document ternaeross different categories. The variability in sim-
with the original seeds. As mentioned in Sectionlarity value ranges is caused by variations in the
2, (Ko and Seo, 2004) expanded explicitly the orignumber of seed terms per category and the levels of
inal category IDs with more terms, using a contheir generality and ambiguity. As a consequence,
crete query expansion scheme. We preferred usinghoosing the class with the highest absolute similar-
generalized similarity measure based on represeliity value to the instance often leads to selecting a
ing features and instances a Latent Semantic (LStategory whose similarity values tend to be gener-



ally higher, while another category could have beewhile the similarity scores that correspond to neg-
more similar to the classified instance if normalizedtive examples are drawn from another distribution,
similarity values were used. P(sim(id,,,t;)|C;). The observed distribution of
As a solution we propose using an a|gorithnf$imi|al’i'[y values inS; is thus assumed to be a mix-
based on unsupervised estimation of Gaussian MigIre of the above two distributions, which are recov-
tures (GM), which differentiates relevant and nongered by the GM estimation.
relevant category information using statistics from Figure 1 illustrates the mapping induced by GM
unlabeled instances. We recall that mixture modrom the empirical mixture distribution: dotted lines
els have been widely used in pattern recognition ar@escribe the Probability Density Functions (PDFs)
statistics to approximate probability distributions. Irestimated by GM foC;, C;, and their mixture from
particular, a well-known nonparametric method fothe empirical distribution &;) (in step (ii)). The
density estimation is the so-called Kernel Methogontinuous line is the mapping induced in step (i)
(Silverman, 1986), which approximates an unknovef the algorithm from similarity scores between in-
density with a mixture of kernel functions, such astances and IDs (x axis) to the probability of the in-
gaussians functions. Under mild regularity condistance to belong to the category (y axis).
tions of the unknown density function, it can be .
shown that mixtures of gaussians converge, in a sta- N e e
tistical sense, tanydistribution. T i

More formally, lett; € T be an instance described
by a vector of features € RVl and letid,, c V
be the ID of category’;; let sim(id,,,t;) € R be
a similarity function among instances and IDs, witté |
the only expectation that it monotonically increases
according to the “closeness” of., andt; (see Sec-
tion 3.1).

For each category’;, GM induces a mapping
from the similarity scores between its ID and any o L e e
instancet;, sim(id,,, t;), into the probability ofC; Simiarity Score

given the text;, P(C;|t;). To achieve this goal GM _ _ L
performs the following operations: (i) it computest19Ure 1: Mapping induced by GM for the category

the setS, — {sim(id.,.t;)|i; € T} of the sim- rec:motorcyclesn the 20newsgroups data set.

ilarity scores between the IR, of the category
C; and all the instances; in the unlabeled train-
ing setT’; (ii) it induces from the empirical distri-
bution of values inS; a Gaussian Mixture distribu-
tion which is composed of two “hypothetic” distri-
butionsC; andC;, which are assumed to describe re(C;t;) = P(C;|sim(ide,, t;)) = 2
spectively the distributions of similarity scores for _ P(sim(ide; t)|C)P(Cy)
positive and negative examples; and (iii) it estimates Plsim(ide; £3)|COP(C+P(sim( @t GO PG
the conditional probabilityP(C;|sim(id.,,t;)) by
applying the Bayes theorem on the distributighs  where P(sim(id,,,t;)|C;) is the value of
andC;. These steps are explained in more detail bghe PDF of C; at the point sim(id,,, t;),
low. P(sim(id,,, t;)|C;) is the value of the® DF of C; at
The core idea of the algorithm is in step (ii). Sincehe same pointP(C;) is the area of the distribution
we do not have labeled training examples we ca; and P(C;) is the area of the distributiod;. The
only obtain the setS; which includes the similar- mean and variance parameters of the two distribu-
ity scores for all examples together, both positivéionsC; andC;, used to evaluate equation 2, are esti-
and negative. We assume, however, that similamated by the rather simple application of the Expec-
ity scores that correspond to positive examples atation Maximization (EM) algorithm for Gaussian
drawn from one distributionP(sim(id,,,t;)|C;), Mixtures, as summarized in (Gliozzo et al., 2004).
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The probabilistic mapping estimated in step (iii)
for a categoryC; given an instance; is computed
by applying Bayes rule:




Finally, following the single-labeled categoriza-20newsgroups. The 20 Newsgroups data set is
tion setting of Step 1 in the IL scheme, the mosa collection of newsgroup documents, partitioned
likely category is assigned to each instance, that ifnearly) evenly across 20 different newsgroups. As
argmazc, P(C;|t;). suggested in the dataset Web %iteve used the

“bydate” version: the corpus (18941 documents)
3.3 Summary of the Bootstrapping Algorithm s sorted by date and divided in advance into a

step 1.a: Latent Semantic Space. Instances and training (60%) set and a chronologically follow-

Intensional Descriptions of categories (the seeds) ald test set (40%) (so there is no randomness in
represented by vectors in Latent Semantic space. Af@in/test set selection), it does not include cross-
an option, the algorithm can work with the classi{0Sts (duplicates), and (more importantly) does not
cal Vector Space Model using the original featurdnclude non-textual newsgroup-identifying headers
space. Similarity scores between IDs and instanc&4lich often help classification (Xref, Newsgroups,

are computed by the Cosine measure. Path, Followup-To, Date).

We will first report results usingnitial seeds
step 1.b: GM. The mapping functions’(C;[t;)  for the category ID’s, which were selected using
for each category, conditioned on instan¢gsare only the words in the category names, with some
induced by the GM algorithm. To that end, an Extrivial transformations (i.e.cryptography#n

pectation Maximization algorithm estimates the pafor the categorysci.crypt , x-windows#n
rameters of the two component distributions of thegr the category comp.windows.x ). We
observed mixture, which correspond to the distribuslso tried to avoid “overlapping” seeds, i.e.

tions of similarity values for positive and negativefor the categories rec.sport.baseball

examples. As an option, the GM mapping can band rec.sport.nockey the seeds are only

avoided. {baseball#n } and {hockey#n } respec-
tivel d not t#n, baseball# d

step 1l.c: Categorization. Each instance vely and not {sportén, baseballén ) an

t#n, hockey# 8,
is classified to the most probable category {sport#n, hockey#n  }

argmazc, P(Cilt;). Reuters-10. We used the top 10 categories

step 2: Bootstrapping an extensional classifier. (Reuters-10) in  the Reuters-21578 collection
An EL classifier (SVM) is trained on the set of la-APte split. ~ The complete Reuters collection

beled instances resulting from step 1.c. includes 12,902 documents for 90 categories,
with a fixed splitting between training and test
4 Evaluation data (70/30%) Both the A‘pt and Apé-lO

splits are often used in TC tasks, as surveyed
4.1 Intensional Text Categorization Datasets in (Sebastiani, 2002). To obtain the Reuters-10

Even though some typical data sets have been us@ft€ Split we selected the 10 most frequent cate-
in the TC literature (Sebastiani, 2002), the datasef0ri€S: Eam, Acquisition, Money-fx,

used for IL learning were not standard. Often ther@rain, Crude, Trade, Interest,

is not sufficient clarity regarding details such as theiP. Wheat — and Corn. The final data set

exact version of the corpus used and the training/tel&icludes 9296 documents. The initial seeds are only

splitting. Furthermore, the choice of categories wal'® WOrds appearing in the category names.

often not standard: (Ko and Seo, 2004) omitted 42—
categories from the 20-Newsgroup dataset, while “The collection _is available at

. - www.ai.mit.edu/people/jrennie/20Newsgroups .
(Liu et al., 2004) evaluated their method on 4 Se_p_a' 30ne could propose as a guideline for seed selection
rate subsets of the 20-Newsgroups, each containift@se seeds that maximize their distances in the LS| vec-
only 4-5 categories. Such issues make it rather difffor_space model. — On this perspective the LSI vectors

. . uilt from {sport#n, baseball#n } and {sport#n,

cult to compare thoroughly different techniques, Yeiockey#n } are closer than the vectors that represent
we have conducted several comparisons in Subsefbasebali#n  } and {hockey#n }. It may be noticed that
tion 4.5 below. In the remainder of this Subsectioﬁhis is a reason for the slight initial performance decrease in the
: ’ . . learning curve in Figure 2 below.
we clearly state the corpora used in our experiments 4, Jijapje ahttp://kdd.ics.uci.edu/databases/-

and the pre-processing steps performed on them. reuters21578/reuters21578.html ).



Pre-processing. In both data sets we tagged the4.3 Learning curves for the number of seeds
texts for part-of-speech and represented the docu-
ments by the frequency of each pos-tagged lemma,oes
considering only nouns, verbs, adjectives, and ad- ,
verbs. We induced the Latent Semantic Space from \/_\/
the training paft and consider the first 400 dimen- °*[

sions. 05|

LSIVSM ——

0.45 |

4.2 The impact of LSI similarity and GMonIL .
performance o4

In this section we evaluate the incremental impact °%
of LSI similarity and the GM algorithm on IL per- o}
formance. When avoiding both techniques the algo- |
rithm uses the simple cosine-based method over the'
original feature space, which can be considered as a°*; 5 0 s 20
baseline (similar to the method of (Liu et al., 2004)). rumoer ofseeds (1 mesns ony thecategany names)

We report first results using only the names of th%igure 2: Learning curves on initial seeds for 20

categories as initial seeds. .
Table 1 displays the F1 measure for the 20newLEWSAroups, LSl and Classical VSM (no LSI)

groups and Reuters data sets, with and without LSI This experiment evaluates accuracy change as a
and with and without GM. The performance figuresfunction of the number of initial seeds. The exper-
show the incremental benefit of both LS1 and GM. In ' P

particular, when starting with just initial seeds andeianvivr?s gs&f}o;[]needl_;?r;rf:g ﬁ]oe nggigirf;pjegg}
do not exploit the LSI similarity mechanism, thenP 9

the performance is heavily penalized. space model. Additional seeds, beyond the cate-

A& mentoned sbove, e bosrapping step o 7 VOTES, were HeruTed b o excogrenner.
algorithm (Step 2) exploits the initially classified in- gony, grap P

stances to train a supervised text categorization cla\’?v-'t:1 a "?‘ of 10?. sgedshproduced by the LS S|r|r'1|Iar;
sifier based on Support Vector Machines. Itis wort Ii)cl)ougacs:girég'g ptleermts ]foree(::;[ﬁ%(;rt)éns:n)e (l(:)rr:)emlir:gse
while noting that the increment of performance afte(. s the lexi h lected thg y .d that
bootstrapping is generally higher when GM and LS IStS the lexicographers selected the words that were
are incorporated, thanks to the higher quality of thEUdged as _S|gn|f|cantly related to the respective cat-
initial categorization which was used for training. egory, picking a mean of 40 seeds per category.

As seen in Figure 2, the learning curve using
Reuters 20 Newsgroups LS| vector space model dramatically outperforms

[ST GM F1 F1 the one using classical vector space. As can be
vbootstran (‘)35’28 8-2285 expected, when using the original vector space (no
P no  yes 041 030 generalization) the curve improves quickly with a
+ bootstrap 0.46 0.34 few more terms. More surprisingly, with LSI sim-
bootstran, oo @ 00;14%6 001-5%0 ilarity the best performance is obtained using the
P yes yes 058 0.60 minimal initial seeds of the category names, while
+ bootstrap 0.74 0.65 adding more seeds degrades performance. This

might suggest that category names tend to be highly
Table 1: Impact of LSI vector space and GM  indicative for the intensional meaning of the cate-
gory, and therefore adding more terms introduces

orrom & machine learm o of v d run th additional noise. Further research is needed to find
rom a macnine learning point ot view, we could run the . s
LSA on the full corpus (i.e. training and test), the LSA being aOUt whether other methods for selecting additional

completely unsupervised technique (i.e. it does not take into aseed terms might yield incremental improvements.

count the data annotation). However, from an applicative poinfhe current results though, emphasize the bene-
of view it is much more sensible to have the LSA built on the;. e ' ’ .
training part only. If we run the LSA on the full corpus, the fit of utilizing LSI and GM. These techniques ob-

performance figures increase in about 4 points. tain state-of-the-art performance (see comparisons



in Section 4.5) using only the category names as ' T T T20Newsgroups—
seeds, allowing us to skip the quite tricky phase of os|
collecting manually a larger number of seeds. sl

O700 docs
07t

4.4 Extensional vs. Intensional Learning

3200 docs
0.6 -

A major point of comparison between IL and EL is_
the amount of supervision effort required to obtain a os
certain level of performance. To this end we trained ,|
a supervised classifier based on Support Vector Ma-
chines, and draw its learning curves as a function °
of percentage of the training set size (Figure 3). In °2
the case of 20newsgroups, to achieve the 65% F10,10 T T — T ST
performance of IL the supervised settings requires T becemageottamng
about 3200 documents (about 160 texts per cate-

gory), while our IL method requires only the cate-Figure 3:Extensionalearning curves on as percent-
gory name. Reuters-10 is an easier corpus, therage of the training set.

fore EL achieves rather rapidly a high performance.
But even here using just the category name is equal
on average to labeling 70 documents per-categod
(700 in total). These results suggest that IL may pr . -
vide an appealing cost-effective alternative in prac(—:omIOOSe an ID, which affec_ts significantly the over-
tical settings when sub-optimal accuracy suffices, oar” performance of the algorithm.

when it is too costly or impractical to obtain suffi—b Asda basellnﬁ g,ysttﬁm, vye_t |rr}pltla\/|m%ntﬁd a ru(lje
cient amounts of labeled training sets. ased approach in the spirit of (McCallum an

It should also be stressed that when using tthgam, 1999). Itis based on two steps. First, all

complete labeled training corpus state-of-the-art E?e documents in the unlabeled training corpus con-

outperforms our best IL performance. This resul aining at least one word in common with one an_d
only one category ID are assigned to the respective

deviates from the flavor of previous IL literature, I S nd wised classifier based on SYM
which reported almost comparable performance ref-2>5: S€CONG, & SUPErVISed classilier based o
ative to EL. As mentioned earlier, the method of (KoIS trained on the labeled examples. Finally, the su-

and Seo, 2004) (as we understand it) utilizes Iabelé%erwsed classifier is used to perform the final cate-

examples for feature selection, and therefore cannt ?g'éaltﬁgasstsfe%? ;H?rzesﬁcg?i?#; tr-:iasbrfetzhg?jpir;[-s
be compared with our strict IL setting. As for the. P o .
ing the category name as seed, which is substantially

results in (Liu et al., 2004), we conjecture that thei ower than the performance of the method we bre-
comparable performance for IL and EL may not b P P

sufficiently general, for several reasons: the easi®

o

ts of a standard data set. Another crucial aspect
S the particular choice of the seed terms selected to

Fnted in this paper.

classification task (4 subsets of 20-Newsgroups of Reuters 20 NEwsgroups
4-5 categories each); the use of the usually weaker 034 0.30
Naive-Bayes as the EL device; the use of cluster- +bootstrap  0.42 0.47

ing as an aid for selecting the seed terms from the _
20-Newsgroup subsets, which might not scale up ~ Table 2: Rule-based baseline performance
well when applied to a large number of categories

of varying size. We also tried to replicate two of the non-standard
_ , _ data sets used in (Liu et al., 2084Yable 3 displays
4.5 Comparisons with other algorithms the performance of our approach in comparison to

As mentioned earlier it is not easy to conduct a thotthe results reported in (Liu et al., 2004). Follow-

ough comparison with other algorithms in the literaing the evaluation metric adopted in that paper we
ture. Most IL. data sets used for training and evalua- SWe used sequential splitting (70/30) rather than random
tion are either not available (McCalIum a”?' N'gamsplitting and did not apply any feature selection. This setting
1999) or are composed by somewhat arbitrary sulight be somewhat more difficult than the original one.



report here accuracy instead of F1. For each datscknowledgments
set (Liu et al., 2004) reported several results vary-
ing the number of seed words (from 5 to 30), as we
as varying some heuristic thresholds, so in the ta-
ble we report their best results. Notably, our method
obtained comparable accuracy by using just the _C"’\ﬁ{eferences

egory name as ID for each class instead of multiple

seed terms. This result suggests that our method éf- '?ﬁ;?(-)nls99lzht;-r?]gie(;ﬁg?'goiﬁﬁ:eoii’g{:"gg’;t‘eu‘;g:"'
ables to avoid the somewhat fuzzy process of col- Kpplications 5(1)-13-49. P P
lecting manually a substantial number of additional

his work was developed under the collaboration
C-irst/University of Haifa.

seed words. M. Collins and Y. Singer. 1999. Unsupervised models
for named entity classification. roc. of EMNLP99
[ Our _IDspercat. | Liuetal. IDs per cat. College Park, MD, USA.
$AE|_C|:< 8:% % 8:28 250 S. Deerwester, S. Dumais, G. Furnas, T. Landauer, and

R. Harshman. 1990. Indexing by latent semantic anal-

Table 3: Accuracy on 4 “REC” and 4 “TALK” news- ysis. Journal of the American Society of Information
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