Smart Particle Filtering for 3D Hand Tracking
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Abstract al. [2] propose a modi ed particle Iter based on a simu-
lated annealing algorithm able to track an articulated rhode
Solving the tracking of an articulated structure in a rea- in a high dimensional space. Compared to a classical parti-
sonable time is a complex task mainly due to the high di- cle lter, they reduced the number of samples by a factor of
mensionality of the problem. A new optimization method, 10, butused 3 cameras to track a full body model. Sminchis-
called Stochastic Meta-Desce@®MD), based on gradient escuet al. [10] have combined global sampling with local
descent with adaptive and parameter speci ¢ step sizes waoptimization by gradient descent. However, this approach
introduced recently [1] to solve this challenging problem. is still too slow for our purpose. Basically, both Sminchis-
While the local optimization works very well, reaching the escu's and Deutscher's approaches introduce more sophis-
global optimum is not guaranteed. We therefore proposeticated “smart particles'.
a novel algorithm which combines the SMD optimization Recently, the Stochastic Meta-Descent tracker (SMD)
with a particle Iter to form “smart particles’. After prop- was introduced in [1]. This new technique is more ef cient
agating the particles, SMD is performed and the resulting than previous gradient methods and can naturally incorpo-
new particle set is included such that the original Bayesianrate constraints which other optimization techniques nd
distribution is not altered. The resulting “smart partitie dif cult or costly to deal with. Stochasticity in the evalu-
ter’ (SPF) tracks high dimensional articulated structuresation of the objective function increases the chance of get-
with far fewer samples than previous methods. Addition- ting out of local minima. In spite of the fact that the stochas
ally, it can handle multiple hypotheses, clutter and occlu- tic sampling decreases the risk to be trapped in a local min-
sion which pure optimization approaches have problems.ima, the global minimum is not guaranteed to be reached.
The performance of the SMD particle lter is illustrated in  Therefore, we propose to combine several SMD trackers
challenging 3D hand tracking sequences demonstrating aas 'particles' within a particle Iter framework which in-
better robustness and accuracy than those of a single SMxreases the change to nd the global optimum. Furthermore,
optimization or an annealed particle Iter. this allows to use very few samples as the minimum is al-
ways represented well by the sample set. The paper is struc-
tured as follows: Section 2 describes our 3D hand model.
1. Introduction Then, Section 3 sums up brie y the SMD algorithm. Our
“Smart Particle Filter” (SPF) is introduced in Section 4. Fi

Co_ndensanon [3] is a rObUSt aqd powerful S_tOChas_t'c nally, Sections 5 and 6 present the results and the conclu-
sampling approach, but it is not suited for tracking artic- sion

ulated structures: dense sampling becomes infeasible for

higher-dimensional state spaces. One has either to lo@erth2  Hand Model

dimensionality or to devise schemes that succeed with fewer

samples. An action-speci ¢ dynamic model allows Siden-  In order to compare hypothesised states against observed
bladhet al. [9] to reduce the number of state parameters, 3D hand data, the tracker uses a 3D hand model. This de-
though their particle Iter still requires many samples. Wu formable model consists of a polygonal skin, driven by
et al. [11] represent articulations in a lower-dimensional an underlying skeleton, and reproduces actual hand shapes
space by a set of linear manifolds constructed from basequite well. A new pose is computed by linearly blending the
con gurations, then apply a particle Iter. However, their motions that each skin vertex would undergo when rigidly
algorithm is view dependent and performs optimally only coupled to a subset of the skeletonal joints, the “in uenc-
when the palm is orthogonal to the camera. Deutseéter ing joints'. The position of a vertex. in skeletonal con-
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Figure 1. The hand model as polygonal sur-
face (top). The hand model and its degrees of
freedom (bottom).

guration c, in uenced byn joints, is calculated from its
positionvy, in a reference hand pose (the “binding con gu-
ration' b with the ngers stretched and in the plane of the
palm) as
X 1

j Mj;c Mj;b Vp:
j=1

1)

with Mjp andMj the transfomation matrices of th¢h
joint in the binding poseb and posec, resp., and ; the
blending weights for the different joints. A more detailed
description of this type of model can be foundin [1, 5].

Figure 2. The calculation of the error func-
tion. An approximation to the closest point
on the surface is calculated by projecting the
model point R. onto the tangential plane at
R, = (Rex:Rey:Z (Rex:Rey)). This yields the
approximation X..

3. Stochastic Meta-Descent

3.1. Stochastic Sub-Sampling

Tracking proceeds by matching the hand model against
depth maps generated by a structured light sénSaveral
systems providing such data are now available [8]. We use
skin color detection to mask out the backgrouBds eval-
uated by considering only a rather limited set of points, 45
in our current implementation, to speed up the tracking.

The discrete nature of the sampling process and the noise
in the 3D measurements introduce local minima in the opti-
mization function. By randomly changing the set of points
whereE is evaluated at each iteration step — referred to
as ‘stochastic sampling' — these spurious minima will also
change, lowering the chance for the tracker to get stuck
there [1].

Constraints of the human hand reduce the model to 303.2. Objective Function

degrees of freedom (DOFs) as shown in Figure 1. Addi-
tional dependencies between PIP and DIP angles (DIP =

2/3 PIP) further reduce the model to 26 DOFs [6].
The varying statep of the hand model consists of the

For a tracked poin®, on the hand model, we seek to
minimize the distance between its predicted 3D positign
and observed 3D positioxn.. As we have no information

translation and rotation of the palm, and the joint angles of about this corresponding, observed point, we rather mini-

the phalanges. This is coded in the form of a function

that, for givenp and intrinsic model parametek$ , maps

a point®, given in hand model coordinates into 3D vec-

tors to the predicted positioh, in camera coordinates. For

simplicity, a pseudo-orthographic projection is assumed:
Re =

FRm;p;M): (2

mize — in a way similar to some ICP implementations —
the distance oR to the tangent plane at the point on the
observed 3D surface with the same image projection, i.e.
kz = (Rexi Reyi Z (Rex; Rey)) (still assuming pseudo-
orthographic projection) as illustrated in Figure 2

Z is the depth map provided by the 3D sensor in cam-
era coordinates. If the closest point on this planedsthe

1 ShapeSnatcher from Eyetronics (http://www.eyetrooas/)



tracker minimizes the following sum-squared cost function whereH denotes the Hessiand., matrix of second deriva-
1 tives), or a stochastic approximation thereof, at iteratio
E(Rc) = > ji®e  xdi? ; (3) stepi. Hg denotes the Hessian of the cost functionThe

L o factor 0 1 governs the time scale over which long-
wherejj jj denotes thé ;-norm. Our optimization scheme  term dependencies are taken into account.
(see Subsection 3.3) requires the Jacobian and Hessian of

(3), which are: 3.4. Incorporation of Constraints

Je = [Re xd; He =diag([1;1;1]): (4 To assist in the search in the high-dimensional space of
our hand model, the use of constraints is essential. We en-
force them by means of a function that after each update (6)
maps the parameters back into the feasible region:

In order to cope with noisy data, we repair small holes
in the depth map by interpolation. If no depth at all (i.e.
background) is found &R c;x ; R,y ), we setx ¢ to the near-
est location inZ with depth, and do not try to match depth
(Xcz = R¢z). In that case the Hessian is setHa: =
diag([1; 1; 0)). Since SMD uses the gradient not only to update the param-

. eter vectop, but also to adjusa andv, we must somehow

3.3. SMD Algorithm make it aware of the constraints pn We do this by cal-

SMD's strength lies in 3 aspects. Firstly, the use of culatinga hypothetical “constrained' gradigfitwhich, ap-
stochasticity lets the method escape from local min- Plied in an unconstrained setting, would cause the same pa-
ima more easily. Secondly, the use of separate, adapjam_eterchange that we observe_afterappllcatlon of the con-
tive step sizes per dimension makes it more ef cient in Straints. In other words, we require that
the case of ill-conditioned systems whose energy land- pe  p¢
scapes show long, narrow valleys. Thirdly, it updates pa-  p%,; = pS a; gf) gf= —1*:
rameters while taking account of the past history of step ai
sizes, and thus is able to capture long-range effects misse
by other algorithms. This dampens erratic variations and in
creases the method's ef ciency.

phy = constrain(pi.): (10)

(11)

%y using this constrained gradient instead of the ordinary
one in Equation (8), we can get SMD's step size adaptation
machinery to work well for constrained optimization.

Here we give a concise overview of SMD, to make the 4. SMD Particle Filter
paper suf ciently self-contained. More detailed explana-

tions can be found in [1]. Ify; is the gradient (oE F ) 4.1. Particle Filtering

atiteration step, i.e. Particle Iters [3] offer a probabilistic framework for dy-
@E X - namic state estimation. They allow to compute the posterior
9 @ - JeJe (5)  densityp(sijz1.1) of the current object state conditioned
: Si on all observationg;.; up to timet. The process density
the parameter vectqr, is updated via p(sijst 1) and the observation densipfz;js;) are not re-
quired to be Gaussian which makes them especially attrac-
Pis1 = P ai 0, (6) tive. Furthermore, by modeling uncertainty, they provide a

robust tracking framework in case of clutter and occlusion.
wise) productJg the Jacobian of the functioR andJg Particle ltering is based on a sampling approach,

the Jacobian of the functidB. The vector of local step ~ Where the posterior density( ;‘un(ct;on is approximated
. . n n
sizes is in effect a diagonal conditioner for the gradiestsy by a weighted particle sefi(s;"’; (" )gh-; . Each par-

In these equationgdenotes the Hadamaridg,, component-

tem.S; represents the sample set. ticle sf”) represents one hypothetical state of the ob-
The local step size vecteris adapted by a scalar meta- ject with a corresponding discrete sampling probability
step size : t("). In our case, an object con guration vecEﬁP) is de-

noted by the hand parameters. The dynamics of the system

— 1. .
a = aj max(5;1+ Vv g): 7
: Pl (2 " o) (7) are currently represented as a rst order model.

wherev is an exponential average of the effectadif past

step sizes on the new parameter values: 4.2. Smart Particle Filtering
Vie =y Vi toa (g; Hvi); (8) Optimization approaches have the advantage that the
Hv | ITHE Jevi; 9) best tting local model is found, but in cases of clutter

s, or occlusion this might be the wrong solution. It will be
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Figure 3. Smart particle lter (SPF).

dif cult for the system to recover without a complete re-
initialization as the optimization can not handle multipie
potheses. Particle Itering, however, was specially desi)

for multiple hypotheses but needs many samples in high di-
mensional spaces to sample the true minima making the ap?

proach too slow. Therefore, we combine the advantages of

both algorithms.

After predicting new sample positions we run the SMD
optimization for each of the N samples resultingNnnew
states. One can not simply take these new samples as the
sample set for particle Itering, as then the whole concept
of a Bayesian approach would be lost. Fortunately,
way to combine the new samples with the old samples with-
out destroying the original distribution with a concepiedl
importance sampling [4].

thereis a

vergence. In order that the distribution represented by the
sample sef (s("; (M)gN_, is not changed, a correction
factor must be applied to the weights of the additional sam-
ples, which cancels this effect. It can be calculated as the
guotient between the original distribution and the new dis-
tribution. The original distribution is not available inosled
form, but can be approximated as a mixture of Gaussgns

X
G(s™; )( 9):
n=1

(12)

f(s):Ni

The new distribution contains the old and the optimized
samples and can likewise be represented as
!

G(s ™ )( s)

=Nl

(n) 1 X
G(s™; )( 9+

n=1

a(s)

n=1

AUORRNC) (13)
wheref (s) denotes the distribution of the new samples
alone. The correction factor is then

f9)_ (9
o9 IO+ (5)

While some processing is needed to evaluate this function,
the time is dwarfed by the other computations that have to
be performed in each time step. Also note tha{s) is
practically zero outside of the neighborhood of the found
minima. The correction factor, then boils down to a con-
stant. The “smart particle ltering' proceeds by weighting
the samples according to the usual weighting function mul-
tiplied by the correction factor

__ 2A(
T f(s)+ f ()

(14)

f (n) (n
po= DGy s
a(s )
fust™) = p(sMjzae 1): (16)
As weighting function we choose
|
pzis”)= GO; ) ER) (A7)

Si

a mean-zero Gaussian evaluated at the sum-squared loss
Gver all sampling points (see Eq. 3).

If the correction factor is not applied, but the new and old
samples are still combined, then the result would be equal
to applying a different, highly nonlinear weighting func-
tion that puts more weight on the found minima. This might

be perfectbly reasonable in some cases. In comparison to

Importance sampling is used to add samples accordingthe original particle Iter, we need much fewer samples as
to another distributiory(s), indicating promising areas in  the minimum is always represented well by the sample set.
state space based on complementary information. Indeedrhe presented “smart particle lter’ (SPF) is summed up
SMD tends to move particles towards such areas upon conin Figure 3.
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Figure 4. Tracking comparison between a single SMD 'patrticl €' (top) and a Smart Particle Filter (SPF)
with N =4, i.e. 8 particles (middle row). The last row presents the 3D r  econstruction of the SPF re-
sults.

5. Results Particle Filter (APF) [2]. The APF was implemented with
N = 400 samples and 12 layers. Firstly, the APF requires

The SPF tracker's performance is demonstrated on 3Dmany more samples than the SPF and runs at 144 sec. per
hand tracking, using a structured light sensor sampling frame. The SPF is faster and needs 30 sec. per frame. De-
720 576 pixels at 12.5 frames per second, and a Sun- pending on the quality of the depth map, a single SMD par-
re 1.2GHz for processing. For the experiments, we tried to ticle converges within 3 to 8 sec. per frame. Furthermore,
minimize the number of particles as much as possible while 200 points are subsampled on the hand for the APF and only
still obtaining perfect tracking results. To illustrateetad- 45 points for the SPF. Indeed, APF with 45 points failed
vantage of using multiple SMD particles, Figure 4 shows dismally. Figure 5 shows clearly that the SPF is more ro-
a comparison between a single SMD tracker (top row) and bust and accurate than APF, as for instance, the thumb is
our “smart particle Iter’ (SPF) with 4 additional SMD par- not well tracked in the case of the APF.
ticles (bottom row). For fast motign, a single.pgrticleiab 6. Conclusion
match the target and gets stuck in a local minimum. In con-
trast, the SPF tracks the target correctly over time witly onl We have presented a "Smart Particle Filter” (SPF) which
N = 4, i.e. 8 particles. One could easily implement the integrates SMD optimization into particle Itering. The
SPF on parallel machines and would get the same processeombination of the two approaches merges the advantages
ing time as for an SMD tracker. In this experiment, the al- of both methods. Accordingly, the SPF tracks high dimen-
gorithm ran at 21,8 sec. per frame to converge to a solutionsional articulated structures with far fewer samples than t
in a 26 dimensional space. Comparisons with conventionaloriginal Condensation approach and handles multiple hy-
optimization approaches such as gradient descent, BFGS opotheses, clutter and occlusion robustly where pure opti-
Powell's method [7] are outlined in [1] and show the supe- mization approaches often have problems. The propounded
riority of an SMD tracker. Figure 5 compares the SPF with tracker is suf ciently generic for it to be adapted to diert
another sophiscated Condensation algorithm, the Annealedypes of input. If the cost function is adapted in an appro-



Figure 5. Hand tracking while bending ngers. The top row is p erformed by Annealed Particle Fil-
ter and the middle row presents the results obtained with the Smart Particle Filter (SPF). The 3D re-
construction of the SPF results (middle row) are shown in the last row frontally and from the side.

priate way, it can use 2D instead of 3D features as well. For [5] J. P. Lewis, M. Cordner, and N. Fong. Pose space de-

reasons of speed, futur work will focus on parallel process- formations: A uni ed approach to shape interpolation
ing so that the slow-down is mainly restricted to the SMD and skeleton-driven deformation. Annual Confer-
overhead. Using multiple cameras is another interesting ex ence Series, ACM SIGGRAP2D00.

tension and could be easily implemented by modifying the [6] J. Lin, Y. Wu, and T. Huang. Modeling human hand
error function. constraints. IPARL Federated Laboratory 5th Annual

References Symposium Qlpages 105-110, 2001.
_ [7]1 W. Press, B. Flannery, S. Teukolsky, and W. Vetter-
[1] M. Bray, E. Koller-Meier, P. Muller, L. Van Gool, ling. Numerical recipes in CCambridge Uni. Press,

and N. N. Schraudolph. 3D hand tracking by rapid 1988.
stochastic gradient descent using a skinning model. In
1st European Conference on Visual Media Production
(CVMP), 2004.

[2] J. Deutscher, A. Blake, and |. Reid. Articulated
body motion capture by annealed particle ltering. In
CVPR pages 126-133, 2000.

[8] S. Rusinkiewicz, O. Hall-Holt, and M. Levoy. Real-
time 3D model acquisition. IrProc. ACM SIG-
GRAPH pages 438-446, 2002.

[9] H. Sidenbladh, M. J. Black, and D. J. Fleet. Stochastic
tracking of 3D human gures using 2D image motion.

In ECCV, pages 702-718, 2000.
[3] M. Isard and A. Blake. Condensation — conditional 101 C. Sminchi 4B T c . led
density propagation for visual trackingnternational [10] C. Sminchisescu and B. Triggs. Covariance scale

Journal on Computer Visigr29(1):5-28, 1998. sampling for monocular 3D body tracking. GVPR

ages 447-454, 2001.
[4] M. Isard and A. Blake. Icondensation: Unifying low- Pad . q . |
level and high-level tracking in a stochastic frame- [11] Y. Wu, J; Y. Ll_n, and T. S. Huang. Capturing natura
work. In ECCV, pages 893908, 1998. hand articulation. InCCV, pages 426-432, 2001.



